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Preface
Here areThe Recursion Papers, a collection of unpublishedmaterial complementingRecursion,
a newly-published book possibly available at your local bookshop (after a two-week wait once
ordered). More accurately, this is a collection of semi-rejected papers that, as a unit, argue
in favour of a single, double-edged thesis: that recursion is not self-embedding but self-
reference, and that this stance has clear repercussions for theories of mental representations
and theories of mental processes, and the interconnections between the two (between these
theories, and between types of mental happenings, that is).
The �ve papers of this collection make this point in various ways and by employing di�er-

ent expository strategies, but the thesis is already present in the cover. A visual representation
of recursion superior to most previous designs thanks to being a presentation of self-reference
rather than of self-embedding, it is here presented on A4 paper, but it would be better ascer-
tained, along with the family banner, by pulling out the dust jacket and opening it fully, �aps
included. I’m talking as if there were an actual physical book at hand, and whilst it would
be possible to arrange a print-out of the manuscript —not to be done unrecompensed, of
course, but do get in touch if interested (or lobby your local OUP o�ce)— the present �le
will have to do. The design of the cover itself takes inspiration fromM. C. Escher’s Drawing
Hands lithograph, with the addition of an arbitrary stipulation in order to block the intrinsic
circularity of the original, much in the spirit of a recursive de�nition.
These papers may complement Recursion, but they do so with a dosage of levity (which

progressively diminishes after each piece). Thus Paper #1, a recursive review of the book that
points out its weak points and praises to the gods the good bits, the combination hopefully
showcasing what it is all about. Thus Paper #2, a revised article targeting a popular book
on recursion and evolution and speci�cally designed to explain what recursion is in plain
English, not least to the author of the book under review. Thus Paper #3, a journal corres-
pondence exemplifying how recursion is typically treated in the linguistics literature. Thus
Paper #4, an extended critique of fellow kindred spirits gone awry, betraying a not insigni-
�cant misunderstanding as to how recursion is understood in mathematical logic. And thus
Paper #5, a précis of Recursion of sorts which aims to illustrate how the notion of recursion
appropriately plays out in theories of cognition (and which has been put together in case the
BBS comes knocking).

I suspect this won’t be the end of my involvement in the discussion of the role of recursion
in the study of language and thought. If the academic and popular presses are anything to
go by, either Recursion or these Papers will have to be updated, and constantly so. Ideally, I
would bring out new editions for each in 2027 in order to commemorate eight dozen years
of Recursionland, but I’m not looking forward to it.

London, 2017
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A note on the text
Paper #1 is new and appears here for the �rst time. Paper #2, co-authored with Dr Mark
Brenchley, was rejected by the London Review of Books and a bunch of other magazines (in-
cluding the unscienti�c New Scientist) before a much shorter version was published by In-
ference in April 2017 (which can be accessed at http://inference-review.com/article/
fiat-recursio). Two di�erent versions of Paper #3 were rejected by Linguistic Inquiry and
Lingua, respectively, and one of these was eventually uploaded to the Academia.edu website
in 2015. Paper #4 is an extended version of a piece published in Frontiers in Psychology in
2014. A previous version was uploaded to the LingBuzz database but its publication was re-
jected by The Bulletin of Symbolic Logic. Paper #5 was rejected, in very di�erent form, by The
British Journal for the Philosophy of Science and has never been shared before. And all together,
The Recursion Papers were submitted as the appendices to Recursion, but this proposal was also
rejected by Oxford University Press in favour of a web-based companion to the book.
The comments all these papers received from the various referees that originally examined

them have been largely ignored in the preparation of this manuscript in order to avoid undue
embarrassment. Dr Mark Brenchley has no such qualms, however, and thus his mistakes in
advising me are duly acknowledged.
The manuscript itself was written and set using the LATEX typesetting system and nothing

else, whilst the cover was designed by Ms Maria da Gandra, out of London.
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1 A recursive review
‘The world possibly doesn’t need another article on the role of recursion in language’, begins
one of David J. Lobina’s better papers, and three years later here is a whole book on the
subject. The aim of this rundown is precisely to describe Lobina’s justly published book,
Recursion, and to do it in such a way as to explain what it is all about. I shall focus more on
the structure of the book than on its content in order to do so, but this is merely a re�ection
of my own aesthetic nous.
Interestingly, there aren’t that many individual, academic books on recursion out there.

There’s certainly a number of collections of papers on o�er, three volumes perhaps the most
prominent —namely, Recursion and Human Language, Recursion: Complexity in cognition, and
Language and Recursion— but what motley assortments these books are. As a matter of fact,
these volumes are e�ectively the proceedings of three di�erent conferences, and the inev-
itable lack of unity is very much on display in all three books, each paper as incompatible
with pretty much any other as the various sections of each book are with each other. The
randomness of it all is already present in the introductions to each volume, in fact; one of
these introductions wonders whether there are any relations between recursion and language
—By Jove!— whilst another is nothing more than a very long list of a few ramblings and not
a few mistakes. If nothing else, Recursion o�ers a clear contrast.
How so? Recursion is organised along two dimensions, and the combination of the two

provides an edi�ce for the expression of the book’s content. In a way, the structure of the
book seems to be the very point of the work; Lobina seems to have taken this idea (or ideal)
and run with it. The two dimensions certainly intertwine, but they deserve their own para-
graphs to begin with.
Drawing from the formal sciences a great deal, Recursion is almost fully devoted to estab-

lishing the point that recursion ought to be identi�ed with self-reference and not with self-
embedding, as the vast majority of scholars in cognitive science in fact do. As self-reference,
recursion can then be applied to four di�erent theoretical constructs, all of which are part and
parcel of some formal science or other: a) de�nitions by induction, b) algorithms/mechanical
procedure, c) computational processes, and d) data structures. The �rst two constructs are
widely treated recursively in mathematical logic, whereas the last two are more commonly
regarded as recursive in computer science. Indeed, there are no recursive objects or struc-
tures in logic except in the context of how these objects are speci�ed by some function or
other, but recursive structures are so de�ned and manipulated in computer science, inde-
pendently of how they came to be. One of the points Recursion makes in this respect is that
cognitive scientists should use any of these “recursive” constructs insofar as it makes sense
to do so, but without any mixing or con�ation. There may be some, Footnoters them all,
who will no doubt resist talk of recursive objects independently of the functions that specify
them, but this is taking the connection between cognitive science and mathematical logic too
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A recursive review

closely; cognitive science is not logic, after all, and it need not be constrained by the same
theoretical strictures.

Following old-school ideas regarding the di�erent levels of description/explanation a cog-
nitive scientist might want to follow, Recursion avers that theories of cognitive phenomena
need to be carried out in a sequential, hierarchical manner. The book o�ers a rather partic-
ular, not least peculiar, take on how this pans out for recursion; in three parts, or steps.
The very �rst step, the book tells us, is to establish what sort of mechanical procedure
underlies a speci�c cognitive domain. This is of course in keeping with the representa-
tional/computational paradigm so dominant in cognitive science, but this position is not
simply assumed in Recursion; on the contrary, the consequences of adopting such a view-
point are refreshingly developed thoroughly, and that’s the point of the whole construction.
The second step, the book argues, is to work out how this mechanical procedure is imple-
mented—i.e., executed within a computational process— and at two di�erent levels to boot.
This part of the theory is slightly confusing, as the second step actually splits into two, and
it is actually these two subparts that correspond to the second and third steps of the account.
The second step, then, is a study of how the mechanical procedure operates in terms of what
is sometimes called the computational level of study, or competence (these two constructs are
slightly di�erent notions, though). That is, a study of the mapping function that generates
complex representations from a set of primitives, a type of analysis that will be familiar to
most linguists and many cognitive scientists. The third and last step will entice the psycho-
logists instead, as it is centred on working out the actual shape of speci�c mental processes
in behaviour, at what is usually called the algorithmic level, or performance (again, these are
slightly di�erent notions). Executing these steps is no trivial matter, but Recursion can once
again count on the assistance of the formal sciences in this respect, and keeping recursion
at the heart of it all every step of the way. Indeed, it seems to be a well-established result
of the formal sciences that a recursively-speci�ed algorithm can be implemented both re-
cursively and non-recursively (with and without self-calls and chains of deferred operations,
that is; see infra), and this is here put to the test in regards to language. Recursion concludes
that recursion-in-language is apparently implemented non-recursively in both competence
and performance, and this despite the fact that linguistic expressions are recursive in a very
general sense.
A pretty close connection between the formal and the cognitive sciences at every level,

then. But what are the substantial results of it all? Obviously enough, Recursion o�ers much-
needed conceptual clarity, but I suspect this virtue will annoy the author a little bit. Some of
his earlier work is sometimes cited in foot and endnotes within sentences such as ‘for discus-
sion of how to de�ne recursion, see. . . ’, ‘for some of the formal details regarding recursion,
see. . . ’, etc., and that is all a bit pointless. There is usually an argument (or set of arguments)
in any one paper, but some scholars have a trigger-happy attitude towards citation, with no
intention of making use of any of the more substantial points. Recursion will most certainly
not help rectify this situation.
So what are the more substantial points of Recursion? We �nd, �rst of all, an account of

how to set up a study of cognition in terms of representations and computations that draws
a pretty close connection with the formal sciences. It is common knowledge that large tracts
of cognitive science have been very much in�uenced by the formal sciences, but the relevant
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interconnections are here all laid out in clear and straightforward terms, and with speci�c
theoretical repercussions. Indeed, Recursion derives a principled distinction between talk of
“faculties” (typical of The Linguist) and talk of “modules” (typical of The Explicitist), and it
does so by focusing on some of the correspondences the book draws between the cognitive
and the formal sciences (faculties andmodules are often treated as synonyms in the literature,
but this book views them as engaging di�erent aspects of cognitive architecture). Namely, the
book sees these accounts as encompassing di�erent approaches to the study of the mind, and
whilst both are heirs to so-called faculty psychology and are certainly regarded as “modular-
ist” and “computationalist” in one sense or another, each framework has employed di�erent
ideas of what a computation involves, and this yields some epistemic commitments.
The argument here is that choosing a speci�c computational formalism to study a given

cognitive phenomenon goes some way towards establishing what sort of mental reality is in
fact under analysis. This need not be the case, of course, but it seems to have been borne
out in practice. On the one hand, most cognitive scientists, adopting a Turing Machine-
like understanding of computations, have usually focused on real-time mental processes,
and this is certainly �tting, as a Turing Machine is a “model of a computation” and thus an
example of an implementation of a computation in motion. On the other hand, linguists
have more appropriately employed production systems and similar formalisms, and these
types of computations involve the generation and enumeration of sets of elements, which
o�ers a more conducive way to study more abstract computations. And with these choices
come di�erent methodological tools, di�erent explanatory constraints, slightly di�erent data
to explain, and indeed di�erent types of explanations. This general argumentative line might
be regarded as a little bold, but it is reasonably defended throughout the book, and more
importantly, it is actually developed in full, as we shall see.
Thus set up, Recursion then makes the following major points, divided into two broad

themes but correlatively ordered. In the case of language: i) the mechanical procedure
underlying the language faculty is a recursively-speci�ed function; ii) this function gener-
ates recursive structures of a general kind: bundles of head-complement(s) present in every
language under the sun; iii) this function, moreover, devolves iii.1) linguistic derivations
that proceed iteratively and iii.2) parsing operations that also proceed iteratively. And in
the case of cognition: iv) the head-complement(s) scheme of linguistic expressions appears
to be absent in other domains of human cognition and in the communication systems of
other animal species; v) a vast number of scholars are guilty of con�ating recursive pro-
cesses/functions/operations and recursive structures into one unitary phenomenon, which
has resulted in vi) misguided approaches to two undertakings: vi.1) the evaluation of how
widespread recursive structures are, and vi.2) the experimental investigation of whether there
are recursive processes in behaviour.
So that’s the book thematically speaking, which is all well and not unreasonable. What

about how these ideas are expressed according to the organisation of the book? Things could
have been done better in this respect, I feel. Most of the arguments are basically right and
more-or-less sound, but they could have been made more compelling, thus protecting its
author from wanton criticism (among other things). In the rest of this review I shall expose
the book’s inner fabric by discussing its content chapter-by-chapter, �agging some of its
shortcomings as I proceed.
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The book’s conceptual underpinnings are laid out in the preface and introduction, where
the di�erent levels of explanation and the distinction between faculties and modules are in-
troduced and developed. In addition, these sections identify the three key theoretical con-
structs under study throughout the book and o�er some brief de�nitions for each —namely,
mechanisms, processes, and structures. This is meant to be a primer for what is to come, as
the author aims to connect these three terms with corresponding constructs from the formal
sciences, which he discusses at length in chapter 1, but in the event they do not actually fea-
ture all that much as the book progresses. They are always in the background, that’s for sure,
but their role should have been signposted much more clearly, for they are central to the
overall account.
Chapter 1 is a decently composed chapter. It starts with an account of how the word

“recursion” entered the English language, emphasising its Latin roots (everything goes back
to Italy, naturally) and how these relate to the more modern, and technical, meaning of the
term as mathematicians have understood it. Recursion in the technical sense is, above all, a
de�nitional technique employing self-reference —as in functions calling other functions, for
instance. In this guise, it has been used to formulate various constructs, from functions to
production systems and recursors. All these theoretical terms are recursive for the very same
reason: they are underlain by a self-referential de�nition. This is not as trivial as it seems,
and Lobina makes good the promise of paying special attention to the fact that even though
recursion can indeed be related to all these di�erent constructs, recursion itself should not
be closely identi�ed with the particularities of any of these. That is, recursion may well be a
property of a number of di�erent recursive functions (namely, the primitive, the general, the
partial), but it would be amistake to draw a strong or deep connection between recursion and,
for instance, the operation composition, a combination that is crucial to derive the primitive
class of recursive functions. And, mutatis mutandis, for all the other features recursion may
appear next to in one setting or another, from the apparent embeddings and hierarchies that
the lambda calculus and set-theoretic de�nitions employ to the role of recursion in actual
computational processes.
The latter issue —the role of recursion within computational processes— is pretty central

in the book. Chapter 1 moves swiftly but not suddenly to the �eld of computer science to
deal with this question, smoothly connecting some of the better-known results of mathem-
atical logic (the Church-Turing Thesis, etc.) with the more accessible and concrete results
of computer science. The main point in this section is that recursively-de�ned procedures
may be implemented either recursively or non-recursively, in the sense of computer science,
and that the apparent hierarchy (or embedding) that results therefrom is not to be found in
the recursive functions themselves, but in the shape of the computational processes that are
implemented. This brings to the fore a rather subtle distinction between the way in which
a procedure is de�ned and how it applies when implemented, a factor that is certainly un-
derappreciated in cognitive science. As the book shows, it is possible to de�ne something
like the factorial functions both recursively and non-recursively, and the resulting computa-
tional process may or may not involve hierarchy or embedding. In particular, it is possible
to provide two di�erent recursive de�nitions for the factorials in such a way that only one of
them results in an embedding process.
A recursive process is one in which an operation calls itself, thus creating chains of deferred
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operations and an internal hierarchy among operations (the embedding being referred to).
Interestingly, there is a natural �t between complex problems, which can be conceptualised
as complex data structures, and recursive solutions and processes, but this is something that
must be empirically established, and not simply assumed. It is this very empirical question
that drives the remainder of the book. The chapter ends with a coda that connects to the
material from the preface and the introduction and in so doing lays out the theory to be
developed in the study of recursion-in-language, promising a disciplined approach; but it
sort of goes downhill from here.
Chapter 2 starts the theory properly and constitutes, in a way, an exercise in both spring-

cleaning and bookkeeping. It does three important things, though: a) it clari�es how one Av-
ram Noam Chomsky introduced recursion into linguistic theory and where he was coming
from (mathematical logic, basically); b) it shows that this one Chomsky has been very consist-
ent in his understanding of recursion, and that this particular understanding has been casually
noted by other scholars down the years (the same quotes from a Gazdar and a Pullum appear
4 (!) times in the book in order to make this very point); and c) it establishes that there is a
widespread con�ation between recursive structures and recursive rules/processes/operations
in the literature. The last point is the most interesting, but I fear the author explained it
better in a 2014 paper on the matter (which forms the basis for this material, in fact). In any
case, the charges are various —the book lists four con�ations— and they all land; simplify-
ing somewhat, they can all be reduced to the following statement: lots of scholars make all
sorts of claims about recursive rules/processes/operations, from their presence or absence in
one language or another to the expressive power of recursion and its application in linguistic
rules, but all these claims always only involve the nature of (sometimes recursive) structures
and representations, and pretty much in ignorance of the formal sciences that these scholars
very often invoke (Lobina makes much of the fact that these scholars hardly ever reference
anything from the formal sciences, despite the invocations).
The dissection of all these views is generally well-accomplished, but I think the book

needed to exercise a bit of patience and employ a more laboured pace in the overall discus-
sion. The discussion moves from one con�ation to another rather too quickly, impatiently
dismissing views the author quite clearly considers idiotic, and I believe a more judicious
approach would have resulted in a better analysis. The general examination is certainly thor-
ough and covers pretty much all the relevant literature, at least up to the publisher’s deadline,
and I won’t mention or discuss any of the more recent works the book did not get a chance
to treat —it is not that type of review. Having said that, the discussion of the structures-
and-processes con�ation is the strongest part of chapter 2, and this is slightly unfortunate,
as the aim of this chapter was to specify what sort of mechanical procedure underlies lan-
guage —a recursively-de�ned one, of course— and it is not clear to me that this was in fact
accomplished here.
Chapter 3 analyses the shape of linguistic derivations, including all the elements that take

part in them, and by doing so provides a clearer view of the kind of recursive procedure
language employs, o�ering some redemption for the previous chapter. The book calls what
such a procedure involves a recursive generation and uses the intricacies of Japanese in the
way of an example, which was a novelty to me and made the point succinctly and clearly.
It certainly would have been more coherent to present this material in the previous chapter,
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making it an excellent second chapter indeed, but chapter 3 would have su�ered greatly, for
it is rather weak as it is. The analysis this chapter carries out of all the elements and commit-
ments involved in derivational accounts of linguistic generation is likely to be contested at
every step, and the �nal point, that derivations proceed iteratively rather than recursively, in
the computer science sense (that is, with no self-calls and deferred operations), is rather un-
derwhelming. Is it an important point at all, in fact? What are the overarching consequences?
Would it have mattered more if linguistic derivations had been found to proceed recursively
instead? I hazard not. The situation is entirely di�erent in the case of whether real-time
mental processes apply recursively or not, for the consequences there are more concrete (for
instance, for our understanding of the role of memory/cognitive load, attentional mechan-
isms, etc.). That is the job of chapter 5, the last step of the theory being laid out in Recursion,
but before that there is a digression of sorts.
This is to be found in chapter 4, which discusses two rather speci�c but certainly non-

central issues, thereby disrupting the �ow of the whole narrative. Given that some of the
material in this chapter could have easily been included in other sections of the book (and
some could have just been discarded), its presence here is not entirely welcome. The chapter
revolves around two main issues. The �rst is the question of whether recursion is present in
every language, and Recursion resolves it in two di�erent ways: a) recursion is part of every
language in the sense of being part of the language faculty; that is, every language generates,
so every language requires a recursively-speci�ed mechanical procedure; and b) all linguistic
phrases and therefore all linguistic expressions are basically bundles of head-complement(s)
structures, and therefore all languages exhibit recursive structures in this sense. One Daniel
Leonard Everett is consequently Punkt, as the book puts it, and who can disagree with that?
The second issue is the question of whether recursive processes or recursive structures are
part of other parts of cognition, be this non-linguistic human cognition or non-human cog-
nition. Recursion paints a complicated picture here: non-linguistic human cognition seems
to employ recursive operations akin to those of language (which might be shared, in fact),
but non-linguistic human recursive structures are nothing like those of language, and non-
human cognition exhibits nothing akin to language, in any possible sense (Monkey see, but
Monkey not do).

That out of the way, we �nally reach chapter 5, an experimental undertaking centred on
the possibility that there might be recursive parsing operations in linguistic performance.
The evidence is somewhat equivocal, and the psycholinguists will not think much of the ex-
periments reported here; but there are a couple of rather interesting discussions here and
there and the overall chapter adheres to the three-step theory rather closely, which is always
appealing. This is evident from the very beginning of the chapter, where the author provides
an interesting take on what is involved in studying language comprehension, including the
unresolved problem of how competence and performance relate (in theory and in practice).
These concerns speak directly to the necessity of distinguishing di�erent levels of explanation
in the study of cognition, and the author does a good job of describing the general situation
with regards to language by highlighting the di�erent explananda and explanantia that lin-
guists and psycholinguists typically advance. The discussion is admittedly a bit too brisk in
settling the competence-and-performance nexus, but the solution on o�er, which combines
pattern recognition and grammatical principles within an analysis-by-synthesis architecture,
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is plausible and receives some support from the current literature, which the author doesn’t
fail to cite. At heart this proposal is based on the apparent fact, little heeded in psycholin-
guistics, or so the book claims, that language comprehension is as much a perceptual as a
linguistic problem, and our theories should re�ect this. It is the pattern recognition part that
engages our author in this chapter, and consequently his focus is directed towards working
out how the perceptual systems, the parser, and the grammar all interact in order to con-
struct head-complement(s) phrases —and whether the resulting process is recursive in the
relevant sense. Why would there be a recursive process to begin with, though? This need
not be so, but it is a possibility on account of linguistic expressions being complexes of head-
complement(s) phrases, thus suggesting a recursive solution for a complex problem.
To this end, Lobina and his colleagues employed amonitoring task (viz., reacting to a tone),

and two experiments are reported in the book (more are in the works, apparently). Each
experiment makes use of two types of sentences and six possible tone positions, each tone
placed at a crucial segment. Thus, the general hypothesis is that reaction times to the tones
placed in locations that would putatively involve a recursive process would be higher than
in other locations, betraying a correlation between memory load and linguistic complexity
(or, in this case, the presence of a recursive process). In particular, and considering that
experiment 1 probes push-down positions and experiment 2 pop-up positions, a number
of more speci�c predictions are put forward, thus delineating a particular pattern of reaction
times (push-downs and pop-ups being the typical operations of a recursive process). The data
suggest that there is a rather strong perceptual factor at play, and the result (in part) is that
reaction times tend to decrease across a sentence regardless of sentence type and experiment
type, obscuring clearer structural e�ects. The book tells a fascinating methodological tale
as to why this might be and what it all means, and it will be interesting to see the work
in progress this chapter references when it comes out. Regarding the attempt to unearth
recursive processes, the pattern in reaction times actually goes in the direction that the author
predicted, but he hinges the signi�cance of these data signi�cantly, for it is only an observed
pattern, and not a statistically signi�cant e�ect. The overall result, then, keeps in line with the
narrative of the book, and in more than one way: here too the recursively-speci�ed linguistic
procedure is found to be implemented iteratively rather than recursively in performance.
And that would appear to be that for the book’s main edi�ce; the theory has been presented,
and all it is missing now is the colophon —in the historical, non-typesetting sense.
Before the end, though, another digression, this time about the pitfalls involved in exper-

imentally probing recursion in other domains of cognition. This is a curious chapter; in a
way it is clearly de trop, as it e�ectively makes a rather narrow methodological point that is
likely to interest only the psychologist and it clearly doesn’t sit well with the rest of the book.
Still, there is some interesting material here, some even important. The chapter reviews a
number of experimental works that in one way or another have made use of recursion (or
recursion-related constructs) and �nds all of them wanting. Lobina does �nd some kindred
spirits in some cases, especially in experimental works that have probed recursive processes
in the same terms he has in the book —that is, by manipulating cognitive/memory load in
search of deferred operations— but there has been rather little work along these lines, and
we can agree with him that this is a signi�cant shortcoming of the literature. In any case, I
fear that the scholars singled out in this chapter will simply reply that they were not looking
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for recursive processes in the sense the book has in mind, and that would be a fair rebuke.
This won’t save everyone, though; in particular, the discussion the author carries out regard-
ing the arti�cial grammar learning literature and some recent work on something called the
“visual recursion task” is right on target and as decisive as one can imagine. Still, this is all a
bit by the by as far as the book is concerned, and the end is welcome.

In the conclusion, which starts with a nice quote of Benacerraf suggesting that recursion is
nothing but stipulation —how very true—, the author summarises the material according to
the book’s overall organising principle and towards the very end advances some interesting
but somewhat half-cooked remarks about the foundations of a cognitive, computational the-
ory, ideas that are once again borrowed from the formal sciences. And that is, in a nutshell,
the structure of the book —and the book itself. It is certainly good enough for the purposes
Lobina set out for himself, but I feel a better work was on the cards. I mentioned at the
beginning of this recursive review that the book’s structure might well have been the point
of the book itself, and I would really have liked the author to have adhered to this stance
religiously —that he had really taken this idea and run with it, showcasing it in every atom
and in every aspect of the book. Can there be any doubt that he didn’t do so, given that he
felt the need to recast it all in the conclusion?
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2 Fiat Recursio Redux!
(with M. Brenchley)

Nobel laureate Steven Weinberg has often noted the di�culties involved in explaining the
physical sciences to the general public. Nevertheless, for all their mathematical complexities
and conceptual intricacy, the ideas of physicists seem generally well-rendered in the popular
press. Noam Chomsky, on the other hand, can �nd little such reassurance when it comes
to his core linguistic arguments. And yet, however technical his analyses may be, they are
hardly more complex than those of the physicist. So why the di�ering fates?
Emblematic of Chomsky’s popular di�culties has been his notion of recursion; more-or-

less the idea that humans can do the same linguistic thing over and over again ad in�nitum.
So conceived, recursion was only a few years back the subject of considerable controversy
thanks to two best-selling works by the linguist Daniel Everett, Don’t Sleep, There are Snakes
and Language: The Cultural Tool, in which Everett claimed to have discovered a language that
seemingly lacked this crucial feature. We now �nd the recursion controversy prominently
recycled in Tom Wolfe’s latest sortie, The Kingdom of Speech, along with the many articles
this book has generated in recent months. Unfortunately, most of these publications su�er
the same fatal �aw: A basic misunderstanding of what Chomsky has actually claimed.
Still, for all its �aws, The Kingdom of Speech does at least have a characteristically striking

tale to tell, which goes something like this. In 2002 Chomsky co-authored a landmark pa-
per in the journal Science. Among other things, this paper posited recursion as the distinctive
feature of human language, mankind uniquely blessed with the capacity to put one sentence
inside another in a potentially in�nite series. Indeed, for Chomsky this feature was noth-
ing short of natural law, present in every human language there could ever be. Thus did
Chomsky speak, and thus it was: Fiat recursio! Except not every linguist was so keen to toe
the Chomskyan line, with some even bold enough to sally forth from their ivory towers and
brave the wilds of language. One such linguist was Dan Everett, who journeyed deep into the
Amazon and found the Pirahã, an exotic-seeming tribe whose language —mirabile dictu!—
displayed no recursion whatsoever. And that was that for Chomskyan linguistics, whether
it be his controversial belief that human languages exhibit universal properties, or his even
more controversial belief that we are all born with innate knowledge of language. Everett
had landed the knockout blow, and the emperor was stripped bare.
This is more-or-less Wolfe’s version of events; and, shorn of his New Journalism stylistics,

it is basically the popular version too. Which would all be �ne, except for one small prob-
lem: It isn’t true. And this isn’t just in the empirical sense that Everett’s claims regarding
the absence of recursion in Pirahã remain an open question, something Everett himself ac-
knowledges but Wolfe ignores. It’s also false in a conceptual sense. For recursion may well
mean more-or-less the capacity to do the same linguistic thing over and over again, but that’s
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Fiat Recursio Redux! (with M. Brenchley)

only true in a family resemblance sort of way. And this resemblance ultimately confounds a
number of more speci�c senses, such that a more-or-less view of recursion doesn’t quite cut
it. To see why, we need to look at some of the technicalities involved.

In responding to the Science paper that supposedly began it all, scholars have generally
taken recursion tomean the nesting of some piece of linguisticmaterial “X” inside some other
piece of linguistic material also of type “X”; a phenomenon otherwise referred to as “self-
embedding”. There are many di�erent examples of this kind of self-embedding, seemingly
found in just about every language under the sun. Perhaps the most commonly discussed,
however, and the one typi�ed by Wolfe, is the nesting of one “sentence” inside another.
Take the following sentence, for example: The woman was sad. Perfectly �ne in itself, the
properties of English grammar are such that we may freely expand it by taking a similar
sentence, such as the man was happy, and inserting it at the appropriate point: The woman was
sad that the man was happy (the extra word “that” has been added to help keep the meaning of
the sentence clear; however, this word is entirely optional and the sentence would be just as
grammatical without it). But, since we can do that, there is no grammatical reason why we
cannot simply insert any number of additional sentences, thereby yielding such examples as
The woman was sad that the man was happy that the girl was convinced and The woman was sad
that the man was happy that the girl was convinced that the boy was frightened; and so on, and
so forth. Figure 2.1 shows a graphic representation of the self-embedding in terms of the
“tree diagrams” by which linguists represent the grammatical structure of sentences, with
each subsequent sentence, or “S”, embedded within the previous “S” (the (. . . ) indicates the
possibility of further instances of self-embedding, and the optional word “that” has been
omitted for ease of exposition).

(2.1) S1

VP

AdjP

S2

VP

AdjP

S3

(...)

Adj

happy

V

was

NP

manthe

Adj

sad

V

was

NP

womanthe

Linguists are quite fond of such “tree” diagrams, as they are a highly useful way of repres-
enting another seemingly universal property of language. This is the hierarchical nature of
sentences, whereby various linguistic elements combine to form new units, which may then
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further combine to form additional such units. The result is a nested structure of progress-
ively interrelated units that exempli�es the core syntactic relationships within a sentence. In
“tree” terms, such nestings are graphically represented via lines that indicate which units are
embedded inside which units, with the most deeply embedded elements situated towards the
“bottom” and the least deeply embedded units towards the “top”.
Thus, starting with the most deeply embedded elements of Figure 2.1, what we see is that

an adjective (or Adj) like sad can combine with a sentence (or S) such as the man was happy
to form an adjective phrase (or AdjP) sad the man was happy. This AdjP can combine with
the verb (or V) was to form a verb phrase (or VP) was sad the man was happy; and this VP
can in turn combine with the noun phrase (or NP) the woman to create the sentence (or S)
the woman was sad the man was happy. What this tree also nicely captures is the supposedly
special nature of self-embedding, whereby the grammar of a particular language allows for
a particular unit, such as a sentence (here S1) to have embedded inside it another such unit
(here S2), which may in turn have embedded inside it another such unit (here S3); and so on
and so forth, in a potentially in�nite sequence.
All reasonable enough, one might think. Except, examined closely, the Science paper never

actually de�nes recursion to mean self-embedding. Admittedly, its use of the term is some-
what equivocal and it does use a speci�c kind of sentential self-embedding by way of an
example. Critically, however, it never treats “recursion” and “self-embedding” as equivalent;
and neither does Chomsky. So Wolfe is simply mistaken when he states that Chomskyan
recursion ‘consists of putting one sentence, one thought, inside another in a series that, the-
oretically, could be endless’.
Indeed, Wolfe doesn’t even have the basic history right, claiming 2002 as the year that

Chomsky announced recursion to the world. In reality, Chomsky can take credit for intro-
ducing his particular sense of recursion at least as far back as the 1950s. He did so, moreover,
in consonance with how it was then understood within the �eld of mathematical logic —a
fact rarely noted by any commentator— and he has been pretty consistent in his usage ever
since. Consistent, in other words, in not taking recursion as equivalent to “self-embedding”.
So what is recursion for Chomsky and the mathematicians? A useful, if not entirely funny,

way to begin is to think of it via the nerdy in-jokes that the concept has given rise to. Thus, for
example, the standard Computer Science de�nition: “Recursion: noun; see recursion”. Or the
�rst response from Google on entering the word recursion in its search bar: “Did you mean:
recursion”. All humour aside, both jokes nicely exemplify the core features of the concept.
First, there is the inde�nite repetition, each response simply returning you to your original
query in an in�nite loop. Second, this repetition arises not from any self-embedding, but
self-reference: Each entity (here, the term “recursion”) is de�ned in terms of itself (here, also
the term “recursion”).
A more serious illustration can be found in the way students of mathematics are often

introduced to the idea, via the recursive de�nition of the natural numbers. The basic idea
here is that we can de�ne all of the natural numbers by stating something like the following:

0 is a natural number;

if n is a natural number, then the successor of n (i.e., n + 1) is also a natural number
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The recursion is present in the form such a statement takes: Each natural number is de�ned in
terms of the number that goes before, thereby allowing us to generate each natural number in
turn, ad in�nitum. Themaths professor would eventually showcase this formwith a formula or
an equation, where we would �nd the same symbols on either side of an equal sign, thereby
de�ning that symbol in terms of itself.
Unfortunately, the actual formula of the recursive de�nition of the natural numbers is

rather cumbersome and not easy to describe in simple terms; the formula of the recursive
de�nition of the factorials, on the other hand, is a much clearer example of what we are
describing. In mathematics, a factorial is the product of a number together with all the
numbers that precede it. The factorial of 4, for instance, would be 4 times 3 times 2 times 1,
and thus 24. Recursively, the factorial of a number n can be de�ned as the product of n and
the factorial of the number below it (that is, n − 1). This is true for all numbers except 1, in
which case the factorial is simply 1. Put into a simpli�ed mathematical formula, the recursive
de�nition of the factorial of n looks like this:

If n = 1, then the factorial of n = 1

If not, then the factorial of n = n × the factorial of (n − 1)

This formula, in other words, allows the mathematician to express the fact that the factorial
of 4 is 4 times the factorial of 3, and in turn that the factorial of 3 is 3 times the factorial of
2, and so on and so forth until we reach the factorial of 1, which we know to be 1, putting an
end to the recursion.
Just like the de�nition of the natural numbers, the formula for factorials is recursive, with

both speci�ed such that the key terms refer back to themselves. Even more crucially, just like
the de�nition of natural numbers, nowhere does this formula exhibit any self-embedding.
That is, a given natural number is not self-embedded inside its successor, and the factorial
of a number, say 3, is not self-embedded inside the factorial of 4. They are distinct entities.
Rather, a natural number is simply de�ned in terms of the previous natural number, and the
factorial of a number is de�ned in terms of the factorial of the number before it. Again, it is
self-reference that is the core meaning here; not self-embedding.

Historically, such recursive de�nitions proved very important in the attempts of the 1930s
and 40s to formalise the notion of algorithms (or more generally, computations). The concept
of an algorithm is certainly centuries old, but it had always been understood in a rather
intuitive way; namely, as a set of rules for solving a problem in a �nite number of steps. It
just hadn’t yet been formalised in the mathematical sense. And it was here that recursive
de�nitions proved key, allowing mathematicians to express, with �nite resources, a simple
formula for producing a potentially in�nite set of outputs.
Moreover, themathematicians of the time were also able to determine that recursive de�n-

itions and algorithms can combine in interesting ways. And here we have another important
distinction: This time between a recursive set and a recursively enumerable set. This is more
straightforward than it sounds, with these terms simply referring to two ways of using an
algorithm to recursively de�ne a (typically in�nite) set of elements. The �rst way is via an
algorithm that tells you whether or not a particular element is actually part of that set. In
the case of the natural numbers, for example, such an algorithm would answer the question:
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Is 3 part of the set of natural numbers? If there is such an algorithm, then we can call the
set to which it applies a recursive set. The second way is via an algorithm that can actually
list, or “enumerate”, all the various members of a set. In the case of the natural numbers, for
example, such an algorithm would this time answer the command: Tell me all the natural
numbers. If there is such an algorithm, then we can call the set to which it applies a recursively
enumerable set.
As an aside, we should note that the word “recursion” is sometimes used as a synonym for

“computation” (or “computability”) in mathematical logic. A proper discussion of this issue
would take us far a�eld, however, especially since our commentary strictly keeps to those
computations that have been characterised recursively, following Chomsky’s own usage. We
invite the reader to turn to Recursion for details.
Anyway, all of these ideas were current and available to the young NoamChomsky, preoc-

cupied with a striking fact that suggested an analogy to such recursively de�ned algorithms:
The fact that our underlying linguistic knowledge allows us to both understand and produce
an unbounded number of sentences. That is, no matter howmany distinct sentences we have
produced, we can always produce another. And no matter how long the current sentence, we
can always make it longer. As such, Chomsky reasoned, what this knowledge e�ectively li-
censes is an in�nite set of grammatically acceptable sentences. Furthermore, since the human
mind/brain is clearly �nite, it cannot be the case that such a sizeable set is stored in toto, all of
the possible sentencesmentally listed one after the other. Therefore, he concluded, every hu-
man must possess some �nite linguistic capacity for licensing an in�nite set of sentences. And
Chomsky found what he was looking for in the �eld of mathematical logic. Our linguistic
capacity, Chomsky now claimed, must function like a kind of recursively-de�ned algorithm
that is capable of actually enumerating the possible sentences of a language. Accordingly, it is
the linguist’s goal to develop an explicit, formal characterisation of this capacity; to develop,
that is, what Chomsky termed a generative grammar which can produce the grammatical sen-
tences of a language in the same self-referential sense by which the recursive de�nition of
natural numbers can produce the natural numbers —an analogy between language and the
natural numbers that Chomsky has pushed throughout his career.
Turning to compare the historical record withWolfe’s version of events, then, three things

are notable. Firstly, there is Chomsky’s core characterisation of the linguistic capacity in
terms of a recursively-de�ned system in the sense in which it was then understood within
the �eld of mathematical logic. Indeed, this is where his famous notion of generative grammar
comes from, the word “generative” originating in the work of Emil Post, one of the pioneer-
ing formalisers of recursively-de�ned techniques. In other words, we nowhere �nd Chomsky
unpacking his notion of recursion in terms of the popular conception of self-embedding; that
is, the one to which Wolfe appeals when he talks of every language depending upon it, the
‘newly-discovered law of life on earth’ that accounts ‘for man’s dominance among all the
animals on the globe’.
Secondly, there is the consistency with which Chomsky has insisted on his particular sense

of recursion. Indeed, you need only glance over some 50+ plus years of writing to see this.
Thus, in 1963, we �nd Chomsky insisting that his grammatical theory expresses ‘the fact
that. . . our [linguistic] process [is a] recursive speci�cation’ and, in 1968, that a ‘generative
grammar recursively enumerates. . . sentences’. Thus, also, in 2000, we �nd him noting that
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our linguistic knowledge is basically ‘a procedure that enumerates an in�nite class of expres-
sions’ and, in 2014, that ‘we can think of recursion as [an] enumeration of a set of discrete
objects by a computable �nitary procedure’. It’s really all in there, and the references can be
found in Recursion.

Thirdly, what Chomsky is trying to capture is our special capacity for language. It is this
capacity that he takes to be recursive in his speci�c sense: That special part of the mind that
makes possible all the various languages that a human being can speak qua human being.
Putting all of these pieces together, we can now state why Wolfe’s attempt to marshal

Everett’s claims about the supposed lack of recursion in Pirahã fails: It is irrelevant. For
it takes Chomsky’s notion of recursion to be that of self-embedding; but these are distinct
concepts, and both Wolfe and Everett are simply mistaken to claim otherwise. A generative
grammar in Chomsky’s sense is basically a self-referential (ergo recursive) de�nition of the
in�nite set of grammatical sentences licensed by our capacity for language. That is just what
it is. And this is entirely orthogonal as to the question of whether or not human languages
happen to exhibit self-embedding.
Indeed, if that were not enough, both Wolfe and Everett further con�ate the properties of

a particular language (i.e., the particular things that you can do according to the grammars
of particular languages such as English and Pirahã) with the properties of the overall human
capacity for language (i.e., the capacity that all speakers of all languages have in common).
But these are distinct entities, and it is the latter which has always been Chomsky’s primary
focus. So it may well be that a particular language, say Pirahã, does or does not display a cer-
tain feature, say the presence or absence of self-embedded sentences. That is an interesting
question worth pursuing. But it is without import for Chomsky’s core arguments.
After all, we already know that the human capacity for language allows for self-embedding,

because we already know of languages that clearly exhibit such a feature; English, for ex-
ample. Hence, it is prima facie plausible that we are born with the capacity for self-embedding
as part of our underlying linguistic knowledge. How else would a Pirahã baby just as com-
petently converge on the grammar of English had English happened to be their particular
language of birth? To claim otherwise would be a very peculiar form of nativism, indeed!
And, indeed, it is partially to avoid such a peculiar nativism that the fundamental goal

for Chomsky has always been to determine the exact nature of the underlying human capa-
city for language: The manner in which the various components of this capacity are purely
linguistic (as opposed to borrowed from other parts of the human mind), and the extent to
which human beings are born with such linguistically unique features. It is this which has
been Chomsky’s pioneering research programme for some 50+ years now, a programme
that 50+ years of work has o�ered considerable support for and that 50+ years of work has
yet to disprove.
All this being so, the question remains as to why Chomsky’s claims should �nd themselves

so easily misrepresented. And, here, it would only be fair to note that Wolfe, Everett, and
their various reviewers are far from alone in this mistake. After all, the same confounding of
recursion-as-self-referential-de�nition and recursion-as-self-embedding has been made by many
of the linguists supposedly sympathetic towards Chomsky’s work.
To our minds, the likely source of the confusion can be found in the original mathem-

atical formalism Chomsky chose to capture the recursive nature of our linguistic know-
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ledge. A number of formalisms were available at the time, and the one Chomsky adop-
ted was that of Emil Post. This particular formalism is typi�ed by a procedure in which
one symbol (or string of symbols) is converted into another symbol (or string of symbols).
A string-manipulating system, Post was pretty explicit in stating that the approach ‘natur-
ally lends itself to the generating of sets by the method of de�nition by induction’, with the
term “de�nition by induction” simply the logician’s synonym for what we have here called
a recursive de�nition. Indeed, Post’s system enumerates (or “generates”) by successively ex-
panding strings, and it does so recursively. That is, Post’s system takes a string of symbols
(call this string the Greek letter phi, or φ) and expands it by one (that is, φ + 1) in a fash-
ion similar to the recursive de�nition of the natural numbers (recall the “n+1” from such a
de�nition). Graphically, Post used a rightwards arrow to mark how strings are converted into
other strings:

φ→ φ + 1

In Chomsky’s hands, and those of a subsequent generation of grammarians, this system was
used to capture the grammatical patterns of a language, formalising, for example, the rule
that an English sentence (or S) may consist of a noun phrase (or NP), such as the woman, and
a verb phrase (or VP), such as was sad:

S→ NP VP

Inevitably, it was with this kind of formalism in mind that the post-Chomsky generation
sought to capture the sentential self-embedding that was so clearly a feature of English gram-
mar, and which we now �nd highlighted by Wolfe. Moreover, this turned out to be remark-
ably easy, since all you needed were two rules: One that had an “S” on the left-hand side
of the arrow, which served to kick-start the process, and one that had this same “S” on the
right-hand side to ensure that the �rst rule could also apply to the results of this second rule.
To handle the kind of self-embedded sentence exempli�ed in Figure 2.1, for example, the
following rule set would do nicely:

S→ NP VP

VP→ V AdjP

AdjP→ Adj S

As mentioned, what the �rst rule states is that an English sentence (S) can consist of a noun
phrase (NP) and a verb phrase (VP), whilst the second rule states that a verb phrase can consist
of a verb (V) and an adjective phrase (AdjP) and the third rule states that an adjective phrase
(AdjP) can contain both an adjective (Adj) and another sentence (S). Deliberately speci�ed
so that the “S” symbol appears on both the left-hand side of the �rst rule and the right-hand
side of the third, these rules may then recursively combine, thereby accounting for the fact
that a sentence in English can contain an adjective phrase and for the fact that an adjective
phrase can itself contain a sentence. Or, to put it more generally, what the combination of
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these rules accounts for is the fact that an English sentence, such as the woman was sad, may
also contain another English sentence, such as the man was happy: The woman was sad the man
was happy.
So framed, two things are striking. Firstly, there is the ease with which Post’s rules seem-

ingly capture the phenomenon of self-embedding. Secondly, the speci�c formulation of
these two rules is such that they combine recursively —that is, the same symbol appears on
both sides of an equation. So doing, these two rules unambiguously show the expanding
property of Post’s system. After all, if what they say is that an English sentence can contain
another sentence, then what they also say is that this second sentence can contain another
sentence, and that this third sentence can contain yet another sentence, and so on and so
forth, ad in�nitum.

In other words, it just so happened that the kinds of rule which so easily captured the
sentential self-embedding of English also happened to be the clearest examples of concrete
recursive rules as formulated within Post’s system. So it is perhaps unsurprising that recur-
sion should have been so quickly con�ated with the notion of self-embedding.
As another aside, we should note that in the 1950s-60s Chomsky employed Post produc-

tion systems to describe di�erent types of formal grammars (that is, di�erent sets of rewriting
rules) and in so doing demonstrated that some grammars could not capture the expressive-
ness of natural language (that is, some grammars could not generate the outputs of a natural
language). Since Chomsky argued that natural language needed to be modelled with, at least,
the so-called “context-free” class of grammars, a class that makes ample use of the recursive
rules that so easily generate self-embedded sentences, this may have provided more support
for the perceived close connection between recursion and self-embedding, further cement-
ing the con�ation.
As a simple matter of fact, however, they are not the same thing. Rather, the kinds of

rule exempli�ed above are merely instances of a recursive rule that can be formulated within
Post’s system. They are, so to speak, rules that are made possible thanks to the underlying
nature of the system; and it is the system itself which is inherently recursive in Chomsky’s
(and Post’s) sense, whether or not you ever actually need to make use of the more concrete
rules exempli�ed above.
As such, there are two distinct senses in which linguists could think of Post’s formalism as

recursive. Firstly, in the core Post/Chomsky sense of a primordial property of the system
itself. And secondly, in the more incidental sense of a speci�c rule �eshed out according to
the constraints of the system. Unfortunately, many linguists have exclusively concentrated on
the second instance, thus overlooking the primordial role of recursion in the overall system.
No-one is free of fault here; the two instances of recursion-in-language co-exist in many
linguistic publications of the 60s and 70s, including some of Chomsky’s himself.
Be that as it may, Chomsky has always been alive to this distinction, as evidenced by his

ultimate dissatisfaction with Post’s system, and his eventual replacement of it with his own
bespoke operation, which he termed merge. Indeed, on this point, we should be clear and
note that Chomsky’s slow-cooked decision to replace his grammatical formalism was not
some panicked reaction to the sort of devastating counter-evidence that we might expect to
�nd amongst the man-eating snakes and lizards of the Brazilian jungle (an event that would
square well with Wolfe’s fantastical tale). On the contrary, it was a quite deliberate attempt
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to help resolve the sorts of confusions that Post’s system seemingly gave rise to, and which
Wolfe so poorly exhibits in his book.
That said, the exact course of the replacement is not all that straightforward to relate, and

a full discussion would take us far a�eld. Nevertheless, the crucial point to note is a small but
critical technical �aw in the generative system originally adopted —one that may have been
of interest to Wolfe had he been sensitive to the particular context within which Chomsky
actually introduced his conception of recursion: Productive though Post’s system is, the one
thing it cannot do is generate the sorts of hierarchical structures that typify human language,
and which are exempli�ed in Figure 2.1; rather, what it generates are lists of symbols, little
more than beads on a string.
This is a consequence of the particular concerns that mathematicians had at the time,

as the phenomena they were working with were sets and strings of symbols, not the sorts
of structured objects that characterise human language. This was something that the early
Chomskyans were aware of, but Post’s formalism happened to be the system they were stuck
with. So this inconvenience was glossed over with a sort of ad hoc �x by simply stipulat-
ing that the particular string generated by a particular Post rule came accompanied with an
associated piece of hierarchical structure. The problem with this particular �x, however, is
that stipulation easily becomes equivocation: If recursive rules are simply assumed to come
accompanied with self-embedded structures, then you easily end up talking of recursion
and self-embedding rules within the same breath. And so the kinds of ambiguities that led
to the con�ation of recursion-as-self-referential-de�nition and recursion-as-self-embedding were
preserved through the generations.
It is exactly these ambiguities, then, that Chomsky’s replacement operation, merge, ad-

dresses. Firstly, merge is recursive in exactly the sense that Post’s system is recursive, but
without any possible con�ation with more concrete recursive/self-embedding rules. Indeed,
Chomsky is quite keen to describe merge as an operation that generates sets of elements in
the same sense in which the natural numbers are recursively de�ned, directly in line with the
generative-enumerative view of things: This is just what merge is.

Secondly, merge essentially operates by directly embedding all kinds of linguistic material
into all kinds of other linguistic material, thereby negating the need for the sort of ad hoc
strings-and-structures stipulation necessitated by Post’s system. That is, unlike the original
system that Chomsky found himself having to borrow, merge actually builds the requisite
hierarchical structure: That is just what merge does.

Thirdly, the manner of its operation is such that it does away with the original distinction
between the kinds of rule that yielded self-embedded sentences and the kinds of rule that
yielded non-self-embedded sentences. Indeed, all merge does at its core is take two units, be
these words, phrases or sentences, and combine them into new, bigger units. Thus, merge can
take an adjective such as sad and a sentence such as the man was happy to yield the adjective
phrase sad the man was happy. It can take an adjective phrase sad the man was happy and the
verb was to yield the verb phrase was sad the man was happy. And it can take a verb phrase
such as was sad the man was happy and a noun phrase such as the woman and combine them to
yield the sentence the woman was sad the man was happy. The process is the same in every case,
as shown below; all merge does is take two units (words, phrases or sentences) and combines
them into a single, greater unit.
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merge [sad] and [the man was happy] into [sad the man was happy]

merge [was] and [sad the man was happy] into [was sad the man was happy]

merge [the woman] and [was sad the man was happy] into [the woman was sad the man was
happy]

So conceived, merge not only allows for sentences without self-embedding, such as the woman
was sad, it automatically allows for the possibility of sentences with self-embedding, such as
the woman was sad the man was happy. As such, embedding and self-embedding amount to the
same thing under merge, with neither type of hierarchy any more special than the other and
each just as much a part of our underlying capacity for language as any other. Or to put it
another way, whilst all languages merge, no particular language need self-embed.
Seen in this light, then, it is not so much that Chomsky jettisoned his previous sense of

recursion; he simply did away with a particular system that looked reasonable at the time,
and replaced it with something that looks even more reasonable now. Unfortunately, many
in (and out of) the �eld simply didn’t notice and missed a step. The result has been a story of
con�ations culminating in Wolfe’s ill-advised foray into a topic he clearly knows little about.
Of course, when all is said and done, Chomsky’s leitmotif probably doesn’t matter all

that much to anyone with a non-academic interest in language. After all, what Chomsky is
basically saying is that recursion is a primordial feature of human language, in the sense of
constituting a formal property of the grammatical apparatus required to capture the human
faculty of language. This is a substantive insight, but it is inevitably a little more abstract
and somewhat more technical matter than the more tangible question of whether any, or
indeed all, languages exhibit self-embedding. The latter is certainly more easily explained to
the public and much more readily understood. And it clearly doesn’t hurt that it generates
plenty of attention and the odd semi-lucrative book deal.
None of this undermines the substantive nature of Chomsky’s claims, however, nor neg-

ates the inaccuracy with which they have been presented. Indeed, what makes this state-
of-a�airs particularly galling is that, whilst Chomsky’s claims may be somewhat technical,
their essence really isn’t all that hard to identify at all. In fact, they lie in plain sight, if only
those claiming to be in the know could take a little more time to re�ect on what they are
saying. At one point in The Kingdom of Speech, for instance, Wolfe recounts an encounter
between Dan Everett and Tecumseh Fitch, one of the co-authors of Chomsky’s now-famous
Science article. The scene is deep in the Amazon, where Fitch has ventured in order to probe
whether the Pirahã can actually do “recursion” when tested under experimental conditions.
Says Fitch, understandably �ustered by his new environs but suddenly �nding a moment’s
self-re�ection, ‘it’s not recursion; I’ve got to stop saying that. I mean embedding’.

[Many thanks to Robin Muller, Anthony Ossa-Richardson, and Mario Santos-Sousa for
comments on an earlier version of this piece. A short version was published by Inference,
which can be accessed at http://inference-review.com/article/fiat-recursio]
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3 A letter to the editor
DEAR SIR:

In these very pages, Arsenijević & Hinzen talk of the absence of X-within-X recursion in
language, but cannot mean it totally, for an X is a variable, as they surely know, and the
reputed absence would depend on what we take the X to stand for. Choose a category head,
as they do, and X-within-X recursion may well be absent; choose something else, such as the
speci�er-head-complement(s) architecture that all phrases have been argued to adhere to,
and X-within-X recursion becomes a promiscuous feature of natural language —linguistic
expressions being, in this case, no more than complexes of speci�er-head-complement(s);
(structural) recursion without constraint or restriction.
In any case, Arsenijević & Hinzen worry too much about the absence of speci�c categories

embedded into bigger versions of themselves, an apprehension that seems to have its origins
in two unrelated facts. On the one hand, they announce, the embedding is never direct; there
is always an extraneous category between the two heads subsuming the recursive structure,
as exempli�ed by one of their examples: [C-v. . . [C-v. . . [C-v]]]. This matters not, however,
for a recursive structure is simply an object or class ‘that is partially composed of smaller or
simpler instances of the same structure’; a de�nition widely employed in computer science
that cares not for objects that might come between the relevant categories. On the other
(hand), Arsenijević & Hinzen aver that recursive structures are under certain restrictions —
or ‘ “antirecursion” e�ects’, as they call them— as ‘it is never the case that the embedding
category behaves like the embedded one in regard to referential or extensional semantic
interpretation, even if we assign the same formal label to both [syntactic objects]’. A true
enough statement, for sure, but this has nothing to do with the question of whether a structure
is recursive or not, for recursive structures do not need to meet such a de�nitional burden.
That is, the embedded category does not at all have to behave like the embedding category
for the overall structure to be regarded as recursive (or to share the same syntactic label) —we
have two very di�erent sets of properties here. A structure is recursive in lieu of the purely
architectural features advanced above; whether the embedding/embedded categories behave
in the same manner is an outcome of the inherent properties lexical items bear and how they
are merged with each other, but the recursion survives no matter what.
This is true for any of the examples Arsenijević & Hinzen employ. In John knew that Peter

believed that Mary liked them (selected non-randomly because of its evident awkwardness),
the CP that Mary liked them is without a question embedded into a bigger CP (that Peter
believed), and regardless of the semantic interpretation the internal categories receive. Indeed,
semantics plays no role in the further embedding of this bigger CP into the top CP node
John knew. In other words, the skeleton [C-v. . . [C-v. . . [C-v]]], whatever any intervening
categories or their semantics, is a recursive structure.
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In graphic and simpli�ed mode:

(3.1) CP

CP1

CP2

themliked

Mary

that

believed

Peter

that

knew

John

Allow a de�nition of a tree structure as a �nite set of one or more nodes such that there is
one node called the root, and the remaining nodes are further partitioned into subtrees of
the root. Clearly, schematic trees are an ideal way to represent non-linear data structures;
and in the case at hand, the embedding of subtrees such as CP1 and CP2 into the root CP
exemplify a recursive structure. What’s more, given that hierarchy is accounted for by the
structural, branching relationships between the nodes, we should not be surprised that com-
puter scientists such as Donald Knuth consider that ‘recursion is an innate characteristic of
tree structures’, where innate is probably to be understood as intrinsic.
The same point applies to many of the objects rightly considered to be recursive in other

domains, as in visual representations of the Droste cereal box, Matryoshka dolls, and Sierp-
inski triangles (see Recursion for the relevant graphics); they are all recursive in the relevant,
architectural, sense —there is an X within an X— but the (interpretative or else) role their
internal elements play in the greater scheme of things is an entirely di�erent matter. Mutatis
mutandis, as a philosopher would say, for linguistic structures.

Arsenijević & Hinzen, then, are to be granted one point, but denied the wider claims they
take this point to import. After all, they o�er no reasons whatsoever to believe that these two
sets of properties are related in any manner, this stand simply being assumed throughout
their paper. (Nor do they cite any reasons, and none can they cite, as none exists; veritably,
no-one has ever claimed such thing.) In fact, what they really mean to say is that certain ac-
companying properties of the embedded category do not ipso facto embed; or in their words,
that ‘truth does not embed in the truth (sic), so reference does not embed in reference’. They
show that this is indeed the case, but a category X remains embedded into a bigger category
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X structure anyway; hence, a clearly recursive structure. If anything, they are fusing two
di�erent “planes” in which recursive structures may occur into a, well, “�at” representation.
In addition, Arsenijević & Hinzen con�ate two other very di�erent things; namely, the

structure, or form, of an object with the outline, or shape, of the computational process that
brings this object about. The computational linguist Edward Stabler describes these two
entities by employing what he calls the derived and the derivation tree structures for each
(see Recursion for some more graphics). This distinction, actually, is old hat: Herbert Simon
distinguished between the perception of an object as sensed and the perception of an object
as acted upon, a di�erence between the shape of a constructive process and the form of a
constructed object.
Now, Arsenijević & Hinzen plausibly argue that there are no recursive steps in merge-

based derivations, in the technical sense (not theirs) of there not being any self-calls and
thereby no chains of deferred operations —the hallmark of a recursive process; or in their
(lay) terms, that there are no phases inside other phases, as only one single cycle applies at
any given stage. Naturally, a non-recursive process doesn’t mean that the resultant object
can’t be recursive, a well-known fact within computer science, but customarily ignored, or
indeed denied, in the cognitive science literature (for relevant references and a fair amount
of examples, see Lobinas passim). Thus, merge would appear to apply non-recursively, even if
it eventually constructs a recursive, speci�er-head-complement object; a dent in Arsenijević
& Hinzen’s belief that a ‘recursive structure is. . . not present within narrow syntax’, perhaps.
This should not be taken to mean that recursion falls out of the operations of merge; nor

should it be believed that the place of recursion in merge reduces to the (self) embedding op-
eration it undertakes. That merge embeds syntactic objects into other syntactic objects is a
fact of the operation it executes—it is an aspect of what it does— but that does not grant any-
one the belief that recursion is to be therein found —as many argue. As in the mathematical
logic literature from which early generative grammar so borrowed, the correct denotation of
the term recursion is, quite simply and clearly, the self-reference so characteristic of a de�n-
ition by induction. That is, recursion as applied to operations or mechanisms is a property
of the manner of its application, not of what it does. As a case in point, the following are
all examples of recursive functions, being underlain through a de�nition by induction, the
latter consisting in de�ning a function by specifying its values in terms of previously de�ned
values, but no (self) embedding is present.

(3.2)

Def. S(n) from 0
{
x + 0 = x (base case)
x + y′ = (x + y)′ (recursive step)

(3.3)

Def. n!
{
if n = 1 n! = 1 (base case)
if n > 1 n! = n × (n − 1)! (recursive step)

The successor function and the factorial function. Now linguistic merge qua set-operator
is said to generate syntactic objects recursively, drawing an analogy between the way merge
applies and the successor function, one of the �rst functions to be recursively de�ned. The
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successor function also underlies the process of generating sets, as George Boolos did so suc-
cinctly describe it some 40 years ago; that is, as a process in which sets are ‘recursively gener-
ated at each stage’, by which it is understood the ‘repeated application of the successor func-
tion’, drawing attention to the analogy between ‘the way sets are inductively generated. . . and
the way the natural numbers. . . are inductively generated from 0’. That is, it is the successor
function that reapplies at every stage; consequently, every stage of the process is recursively
generated. Thus, merge constructs a recursive object recursively.

This point is not without precedent, or manufactured, for Chomsky has been rather con-
sistent, since he introduced recursion in linguistic theory, that things are indeed thus. In-
deed, early generative grammar employed Post’s production systems, which are underlain
by a de�nition by induction as much as any other recursive function. As an illustration, con-
sider the following short summary. Production systems were initially described in terms of a
canonical form, which is composed of a number of primitive assertions and a speci�ed �nite
set of productions. A production system can be reduced to what Post calls a “normal form”,
which can be described in terms of the following mapping: gP produces Pg’, where g stands
for a �nite sequence of letters (the enunciations of logic) and P represents the operational
variables manipulating these enunciations (the ’ symbol stands for “+1” and indicates that a
new �nite sequence of letters has been added). The canonical and normal forms constitute
an explicit method of production, to be distinguished from the objects they generate (canon-
ical and normal sets). Crucially, the whole approach ‘naturally lends itself to the generating
of sets by the method of de�nition by induction’, as Post himself put it.
The general recursive property of production systems was clear to the well-informed from

very early on. Chomsky & the psychologist George Miller, for instance, correctly stated
long ago that the −→ relation (the “production”) mediating the conversion of some struc-
ture φ1, . . . φn into some structure φn+1 is to be interpreted as ‘expressing the fact that if
our process of recursive speci�cation generates the structures φ1, . . . φn , then it also gen-
erates the structure φn+1’. This feature of production systems needs to be contrasted with
an internal application of recursion within speci�c bundles of rewriting rules; namely, that
which occurs when the same (linguistic) symbol appears on both sides of the arrow, the latter
a point of focus for many scholars, which might perhaps explain the obsession with self-
embedded structures when recursion is being discussed in the literature, given that speci�c
recursive rules used to be employed to generate self-embedded sentences. The not so well
informed usually focus on this internal application when discussing both the role of recur-
sion in production systems and the centrality of recursion in language, apparently oblivious
to the correct details of Post’s production systems or Chomsky’s actual introduction of such
systems into linguistics, as I now brie�y chronicle.
Thus, the connection between production systems and merge is certainly not fortuitous;

nor could it be said that there is a schism between the two formalisms, or that Chomsky
has been inconsistent regarding this point. Instead, Chomsky has been rather persistent on
the matter, as the following quotations illustrate. Starting from the 1960s, he has clearly
stated that a grammar ‘must meet formal conditions that restrict it to the enumeration of
recursive sets’, a statement he has repeated many times; for instance: ‘in general, a set of
rules that recursively de�ne an in�nite set of objects may be said to generate this set’; and,
‘generative grammar recursively enumerates structural description of sentences’. This was
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still defended at the height of government and binding theory; that is, at the precise moment
that the emphasis was on structural constraints rather than on a computational system (minus
the proviso of move-α). More recently, Chomsky has been rather explicit that all recursion
means is the need to enumerate the potentially in�nite number of expressions (see Recursion
for discussion of all these quotes, though).
In very di�erent pages, Arsenijević & Hinzen nail the precise place of recursion in lan-

guage, but then, inexplicably and within brackets, claim that the self-call of a recursive func-
tion is re�ected in the observation that linguistic expressions may exhibit structure in which
a category becomes a part of a bigger category of the same kind. Not so, for a self-call has
no relation whatsoever with self-embedding. To say that the factorial of 4, for instance, is
4 times the factorial of 3 is not to say that the factorial of 3 is embedded into the factorial
of 4, for such a thing makes no sense. The di�erent lines of a recursive de�nition constitute
di�erent and independent lines of a derivation, their only direct relation stemming from the
fact that some functions, those we call recursive, calculate values that have been previously
de�ned by other functions —but the phrase “previously de�ned” means not, in anyone’s
reading or imagination, a relation of self-embedding. One can certainly provide a de�nition
of a number as the product of a given recursive de�nition in such a way that recursion and
embedding combine, in the manner of a Footnoter, but that is a di�erent matter altogether
and with no import here.
Finally, Arsenijević & Hinzen are too bullish about the role of narrow syntax in general

cognition, for upon closer inspection their actual point is rather narrow indeed. They force-
fully tell us that the emphasis linguists have hitherto placed in their explanations on the
thought systems the language faculty is said to interact with needs to be downgraded (the
conceptual-intentional interface, that is), for there is no evidence that non-human animal
cognition exhibits the propositional properties the thought systems are said to possess. Since,
therefore, narrow syntax generates sentential con�gurations, there would then appear to be
no need to postulate any other systems in order to account for our propositional cognition
(even though a sentence is not quite the same thing as a proposition). ‘Grammar thus makes
a di�erence. . . [for] the relevant forms of thought come from [it]’, they tell us.
I must dissent. The point about animal cognition is a red herring, for there is no reason

to believe that the richness of human, non-linguistic cognition is to be found in animal
cognition. In another guise but in the same context, Hinzen mentions what some philo-
sophers, but citing only one, have called “the language of thought”, an amodal representa-
tional/computational system meant to account for the �exibility with which humans �xate
their beliefs, as manifested in the manner in which we come to combine di�erent bodies of
information. However, no language of thought proponent has ever defended that all aspects
of the language of thought ought to be re�ected in the cognition of non-human animals (SIR,
go check the relevant references if friends or colleagues —why would you listen to either,
though?— tell you that some do ascribe a language of thought to animals, for you shall �nd
that a human language of thought is not ascribed to them; the language of thought is not a
unitary concept; or in the words of The Explicitist when confronted with evidence for the
modularity of the human central system based on what rats are capable of doing in spatial
cognition: ‘But rats aren’t people’). If anything, di�erent species may well have very di�erent
cognitive structures (di�erent languages of thought).
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A much more relevant place to look at is the cognition of pre-verbal children, something
Arsenijević &Hinzen brie�y broach. They are, unsurprisingly, very selective in the phenom-
ena they would have us focus on, as they only consider the visual tracking of an object —not
quite the most spectacular of �ndings from the cognitive development literature (and cer-
tainly not the only one of relevance to the point they try to make). As it happens, pre-verbal
children are clearly capable of rather complex cognitions, as exempli�ed in their ability to
both categorise and entertain rather intricate inferences, as chronicled in many places, with
many other examples. All in all, these data would point to a rather rich conceptual structure,
a non-insigni�cant set of thought systems plausibly involved in the encoding of propositional
content. Indeed, the argument of The Explicitist in favour of a rich conceptual structure is
centred on the very fact that children are at all able to acquire natural languages, for in order
to be able to correctly interpret the meanings the language children are exposed to conveys,
they must be able to represent them somehow —ergo, a language of thought.

There are, in any case, many more reasons to believe in a rich language of thought, one
of which is the apparent misalignment between linguistic structure and conceptual struc-
ture; one can imagine many ungrammatical sentences that express perfectly �ne thoughts,
which suggests that these thoughts can be entertained in some medium, but they just can’t
be linguistically encoded like that (see future Lobinas for examples). Unsurprising, really;
it would be truly fantastic if the derivations of narrow syntax Arsenijević & Hinzen �nd so
central to cognition turned out to be so crucial for an explanation of such psychological pro-
cesses as categorisation, inference, memory, learning, and decision-making. A fortiori, it is
not surprising at all that studies on higher cognition actually handle a completely di�erent
set of constructs from those that engage the linguist (as in, for instance, Simon’s framework
involving general and perceptual production systems).
In any case, and as mentioned, after close scrutiny Arsenijević & Hinzen’s claim is, well, a

little bit less grand. The di�erence grammar makes, it turns out, involves the apparent fact
that only humans ‘engage in novel acts of referring to the world’; in turn, we are told, the
‘phase is [the] unit of deixis’, and since there are no phases embedded into other phases, there
is, as a consequence, no reference/truth embedded in truth/reference, which nicely brings
us back full circle to their very valid point that there are some constraints on how embed-
ding/embedded syntactic objects behave. True enough, but recursion remains a feature of
both merge and the constructed syntactic object for reasons that lie elsewhere.
What we must have, in these very pages and in others like them, is a realisation that the

term recursion has a single, unequivocal meaning, that of self-reference —a denotation that
can give rise to di�erent connotations. That is, recursion may be associated with very di�er-
ent theoretical constructs, such as: a de�nition by induction (widely employed in mathem-
atical logic); the type of generation associated with production systems and merge (present
in both mathematical logic and linguistics); computational processes, as when an operation
calls itself, producing chains of deferred operations (very common in the computer science
literature); and structures, as exempli�ed by those instances in which an object contains a
smaller, architecturally equivalent version of itself (a particular obsession of cognitive psy-
chology). We would do well to not con�ate any of these, but to adopt whatever is useful for
the study of language.
In particular, and whilst we do well to treat the computational system as a type of set oper-
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ator —like logicians do— it would not go amiss if we were to recognise, alongside computer
scientists, that structures can be categorised as recursive independently of the underlying
mechanism that generates or processes them —if that is of any use, of course, as the discus-
sion above seems to suggest is the case.

Yours faithfully,
London, DJL
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4 When linguists talk mathematical
logic (redux)

What are the reasons for a longer version of an already published paper? Well: (1) I said
I would in the original piece, so I probably should; (2) Frontiers charges an unconscionably
hefty fee for any paper over 2000 words; (3) I ultimately felt I needed more space for the
speci�c purpose at hand. To this end, in what follows I take distinctly non-phlegmatic issue
with a recent paper published by Frontiers, Watumull et al.’s On Recursion. This is a paper
riddled with so many mistakes, misrepresentations, and misinterpretations of the relevant
literature that a proper response was in order. So, what have they done so wrong?

Everyone now knows, thanks to some extent to Tomalin (2006), that the advent of gen-
erative grammar owes much to mathematical logic, a �eld that greatly in�uenced Noam
Chomsky in the 1940s and 50s. Amongst the techniques Chomsky borrowed from logicians,
recursion is certainly the most prominent, its role within the wider conceptual framework he
has espoused in the last 60 or so years having provoked great debate and controversy in
recent years, including in the popular press (from the New Yorker to Harper magazine).

At �rst sight, though, there should be much to commend in Watumull, Hauser, Roberts
and Hornstein (2014), given their attempt at clarifying the place of recursion within syn-
tactic theory; I have trudged this very terrain myself, using some of the same sources, and in
order to make similar points (see Lobinas passim, but especially Lobina 2014 and Recursion).
However, there are so many problematic issues with their paper that extensive commentary
is necessary. I will limit myself to one issue, but an elaboration of this point will allow me to
bring attention to a number of other issues that are either misanalysed by Watumull et al. or
ignored, and that’ll be of some use.

The issue: The characterisation of recursion these authors o�er is wholly mistaken, the in-
evitable result of misunderstanding, misrepresenting, and misinterpreting the relevant
literature

Watumull et al. (WEA, from now on) base their de�nition of recursion on a quote of Gödel’s
regarding what they call the ‘primitive notion of recursion’ (p. 2, cited therein):

[a] number theoretic function φ is said to be recursive if there is a �nite sequence
of number-theoretic functions φ1, φ2, . . . , φn that ends with φ and has the prop-
erty that every function φn of the sequence is recursively de�ned in terms of [. . . ]
preceding functions, or [. . . ] is the successor function x + 1.

From this citation, WEA take the concept “recursion” to encompass three properties: a) a
recursive function must specify a �nite sequence (Turing computability, WEA say); b) this
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function is recursive if it is de�ned in terms of preceding functions, that is, if it is de�ned by
induction, which WEA associate with strong generativity (i.e., the generation of ever more
complex structure); and c) this function may in fact just reduce to the successor function (that
is, mathematical induction, which WEA associate with the unboundedness of a generative
procedure). Unfortunately, this characterisation is mistaken in both design and detail.

To begin with, Gödel is not de�ning recursion per se in that publication, but a speci�c
class of functions —they are two di�erent things. As Davis (1965, p. 4) points out in an
introduction to the 1931 paper WEA focus on, what Gödel calls therein recursive functions are
now known as the primitive recursive class, a revised terminology introduced by Kleene in 1936
(reprinted in Davis 1965, like Gödel’s paper). This is an important point, as WEA begin this
section of their paper by pointing to the ‘mathematical equivalence’ between computability
and Gödel’s recursiveness (1934, cited therein), this statement then followed by the de�nition
we have cited from the 1931 text.
This is all rather misleading, however. In his 1934 paper, Gödel expanded the primitive

class of recursive functions of his 1931 paper into what is now known as the general recursive
functions, and it is only the latter, and certainly not the former, that have been claimed to
formalise the class of computable functions, and thus equivalence to Turing computability
(see Epstein and Carnielli 2008, p. 104 for a succinct demonstration of this claim). What’s
more, we not only now know that the primitive class is not computable, we also now know
that the general class of recursive functions cannot be regarded as a correct formalisation of
the computable functions, either (see infra).

In any case, and more importantly, if we provide the full version of the 1931 quote, it is
demonstrably clear that Gödel is outlining which functions are (primitive) recursive; he is
certainly not listing the ‘three criterial properties of recursion’ (WEA, p. 1; I’ll be quoting
from Davis (1965), which o�ers a di�erent translation from the oneWEA use, but this won’t
a�ect my analysis).

A number theoretic function φ is said to be recursive if there exists a �nite se-
quence of number-theoretic functions φ1, φ2, . . . , φn which ends with φ and has
the property that each function φk of the sequence either is de�ned recursively
from two of the preceding functions, or results [footnote not included] from one
of the preceding functions by substitution, or, �nally, is a constant or the suc-
cessor function x + 1 (pp. 14–5; underline in the original).

As is clear from the full quote, WEA are leaving out a signi�cant amount of detail, which
might well make one wonder whether the criterial properties they identify are more than just
three —whatever happened to substitution or being a constant, for instance? Nevertheless,
it is clear that nowhere in this quote is Gödel actually o�ering any such criterial de�nition.
Here Gödel is merely saying that if we have a list of functions (and there is no indication that
this list is computed by a Turing Machine, a notion that was unavailable to Gödel in 1931
anyway), any one function from this list will be de�ned as recursive if it

• is de�ned by induction from previous functions, OR

• is substituted by some of them, OR
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• is the constant function, OR

• is the successor function.

Clearly, Gödel’s de�nition is not a combination of properties subsuming a speci�c concept;
rather, it’s an either/or type of de�nition listing the various primitive recursive functions. In
fact, Gödel’s quote became a pretty standard de�nition of the primitive recursive class, as any
textbook from that time can show. Kleene (1952), notably, outlines �ve primitive recursive
functions (or schemata, as he calls them; pp. 220–3) and the close correspondence between
these �ve schemata andGödel’s de�nition is pretty apparent: schema 1 is the successor function,
schema 2 are the constant functions, schema 3 are the identity functions, schema 4 Kleene terms
a de�nition by substitution, and schema 5 is primitive recursion (namely, de�nition by induction).
As mentioned, Gödel expanded the primitive recursive functions into a more general class

of recursive functions in 1934. At the time, Church was developing his λ-calculus in order
to investigate the foundations of logic (Church, 1932), but in a letter from 1934 Church
suggested to Gödel that computability could perhaps be identi�ed with the general recursive
formalism. Though this proposal was not well-received (Sieg, 2006, p. 191), in a 1936 paper,
also referenced by WEA, Church nevertheless turns his attention to the general recursive
functions proper, identi�es them with the class of computable functions, and shows their
equivalence to λ-de�nability. WEA mention this and point out that Turing computability
was also shown to be equivalent to these formalisms. This is factually true, as far as scholars
knew in the 1930s at least, but it is also somewhat misleading to put the issues in such terms
given that the formalisms based on the λ-calculus and the general recursive functions were
at the time in fact inadequate for the purposes at hand, as we now know.
Indeed, the λ-calculus was soon discovered to be inconsistent (i.e., it gave rise to para-

doxes) and it was only �xed for the purposes Church had in mind much later; in particular, if
the part that deals with logic (such as logical constants, etc.) is eliminated, then this results in
an “untyped”, pure λ-calculus that is indeed relevant to the formalisation of a computation
(Barendregt, 1997). As for the general recursive functions, the fatal �aw seems to be that the
core of Church’s characterisation consisted in a number of atomic steps that were stepwise
recursive, making it semi-circular (Sieg, 2006, p. 193), and he provided no justi�cation for
this (see Soare 1996, p. 289–91 and Sieg 1997 for details). It is important to note that it is
Church’s characterisation of the general recursive functions that is relevant here, not Gödel’s;
the latter never tried to prove that the general class of recursive functions was computable,
and it is not clear he ever accepted any of Church’s claims (see Sieg 2006 for discussion).
Kleene replaced the general recursive with the partial recursive functions in a 1938 paper, and
it is this class that correctly formalises the computable functions.
WEA are a bit careless in their discussion, for they present the results of the 1930s as if

they were still valid today, and this is not entirely correct. I am not suggesting that Church
et al. failed to prove the equivalence of various formalisms; what I am pointing out is that
some of these formalisms failed to capture the class of computable functions properly. For
present purposes, the formalisms that correctly formalise computability and that further-
more converge on the same input-output relations (making them extensionally equivalent to
each other) are the partial recursive functions, untyped λ-calculi, and Turing computability
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(others can be added, but they don’t matter now). I will come back to the comparison of
these formalisms below.

Thus far, then, we have three di�erent classes of recursive functions: the primitive, the
general, and the partial. It is important to note that all these functions are recursive for the
very same reason (see infra), but they are di�erent classes of functions because of the di�erent
input-output relations they encompass. Thus, it would be a mistake to conclude from this
that recursion as a concept is di�erent within each class of functions. Admittedly, one could
claim that the form of recursion subsuming each class is di�erent, but no more than that
should be granted. In any case, WEA are certainly mistaken to describe Gödel’s de�nition
of the primitive class of recursive functions as a primitive notion of recursion (not to be
confused with what Kleene called primitive recursion, which is de�nition by induction). After
all, just as the general or partial classes don’t provide a general or partial notion of recursion
(surely no-one would want to claim that), a de�nition of the primitive recursive functions
doesn’t itself yield a primitive notion of recursion (if that’s what’s going on here).
So what is recursion, then? As Brainerd and Landweber (1974) put it, it is useful to de�ne

functions ‘using some form of induction scheme. . . , a general scheme. . .which we call re-
cursion’ (p. 54). This is in fact consonant with the original interpretation of recursion as
being part of a de�nition by induction, as chronicled by Soare (1996). Also known as a
recursive de�nition, it consists, as WEA themselves allude to (e.g., in page 2), in ‘de�n-
ing a function by specifying each of its values in terms of previously de�ned values’ (Cut-
land, 1980, p. 32). WEA don’t actually provide an example of what a de�nition by induc-
tion involves, and it is important to do so. A standard example is that of the factorial class
(n! = n × n − 1 × n − 2 . . . × 2 × 1, where n is a natural number), which can be recursively
de�ned in the two-part system so typical of such de�nitions: a) if n = 1, n! = 1 (base case),
b) if n > 1, n! = n × (n − 1)! (recursive step). Note that the recursive step involves another
invocation of the factorial function. Thus, in order to calculate the factorial of, say, 4 (i.e.,
4× 3!), the function must return the result of the factorial of 3, and so on until it reaches the
factorial of 1, the base case, e�ectively terminating the recursion. Thus, self-reference is what
makes a function recursive (Tomalin, 2006, p. 61), it is its de�ning feature —its denotation,
if you will, making it a special type of recurrence (see Papers #1 and #2 for a better and more
thorough explanation).
This much is implicitly present in WEA towards the end of their paper, when they talk of

a set being ‘de�ned recursively (i.e., by induction)’ (p. 6), which makes for a curious reading
experience, considering that a de�nition by induction is supposed to be a criterial property
of recursion itself according to the �rst half of the paper —so how comes it that recursion
is now described as being part of what a de�nition by induction is? As it happens, recursion
is also part of the third property WEA highlight: mathematical induction (sometimes called
an inductive proof or an inductive de�nition, Kleene dixit), a similar but distinct concept to
a de�nition by induction.
A mathematical induction is a technique employed to prove whether a given property ap-

plies to an in�nite set, and proceeds as follows: �rst, it is shown that a given statement is true
for 1; then, it is assumed that it is true for n, a �xed number (the inductive hypothesis); and
�nally, it is established that it is therefore true for n+1 (the inductive step). It is important to
note that inductive de�nitions are a central feature of recursive de�nitions in the sense that
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the former grounds the latter; that is, mathematical induction justi�es the recursive de�nition
of a function over the domain established by the inductive de�nition (Kleene, 1952, p. 260).
Thus, whilst being similar —both make use of recursion, after all— a de�nition by induction
and mathematical induction are slightly di�erent concepts. Indeed, a mathematical induc-
tion contains an inductive hypothesis, whereas a recursive de�nition doesn’t.
So what’s wrong withWEA’s characterisation of recursion, then? I have already alluded to

the �rst property WEA list, but the criticism is worth expanding a little bit: there’s no reason
to equate the �nite sequence of functions Gödel mentions in his 1931 paper with Turing
computability; nor is there any indication in that text that such a sequence of functions is the
result of a computation (and in any case, that is not an identity condition for the concept of
recursion). As for the second propertyWEA outline—the identi�cation between a de�nition
by induction and structure generation— these are clearly two very di�erent things. It is not
clear why WEA make the connection at all, actually, but perhaps there is a hint of what
is going on in the manner in which they describe what a Turing Machine (TM) does, a
description that is not very common (to say the least).
Indeed, WEA talk of the outputs of a TM as being ‘recursed’ rather than returned, the

usual phrase, the chain of such operations involving ‘increasingly complex structures [be-
ing] carried forward on the [TM] tape’ (p. 2). But this is a fanciful characterisation. A TM
does not technically speaking carry complex structures in its tape; what a TMmanipulates is
strings of symbols (1s and 0s, in fact). Indeed, all a TM does is write or erase digits on a tape
according to some rules (the so-called con�guration), and whilst a collection of digits can stand
for many di�erent things (as speci�ed in the TM’s look-up table at least), every operation a
TM carries out is exhausted at each stage. Indeed, a TM’s con�guration speci�es what the
control structure (the read/write component) does when scanning a given cell in the TM-
tape, but the con�guration changes for each cell, making each step of a TM-computation
a self-contained one. As such, a TM is an iterator, as is usually termed in careful charac-
terisations of computational mechanisms (for instance, in Moschovakis and Paschalis 2008).
Therefore, there is neither structure nor ‘derivational history’ (WEA, p. 4, ft. 2) being carried
forward on its tape; to describe the operations of a TM in such terms is to talk in metaphors.
And talk in unnecessary metaphors they do. On the same page where they describe the

outputs of a TM as being ‘recursed’, WEA mention an excerpt from Chomsky (1975) where
a derivation is described as a “running through” of rules (p. 67), and they add within brack-
ets that the word recursion derives from the Latin recursio (actually, it derives from recursus),
the latter meaning ‘a running back’. Considering that Chomsky (1975, p. 67) is merely say-
ing that rewriting rules (using the format of a Post production system, as in Post 1944) can
be provided for the construction of syntactic structures, and that a derivation is a running
through of such rules, it must really be wondered how WEA can connect this façon de parler
to the meaning of the recursio in Latin. The connection between the two is as random as one
can imagine, and it carries no weight whatsoever —unfortunately too often an occurrence in
their paper. Nevertheless, I noted the etymological origins of the English word recursion in
Lobina and García-Albea (2009) and have come back to this in Recursion, where I point out
that even though the English word “recursion” was used in the past with the same meaning
as its Latin precedent, that connotation was obsolete by the 1930s. It was of course precisely
at that time that mathematicians were starting to use it with a rather di�erent connotation,
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which is precisely what we are discussing here.
In any case, and as shown above, a function is recursive if it’s de�ned in terms of previously

de�ned values, and this is unrelated and unrelatable to the manner in which WEA describe
what a TM does. This is clearly the case for the factorial class, or indeed for any other
recursively-de�ned functions; previously de�ned values are not objects that partake in the
further construction of other objects (strings, in fact). Rather, the computation of the factorial
of 4, for instance, necessitates the computation of the factorial of 3, but the latter is the value
that is calculated by another function, neither internal to the factorial of 4 nor constitutive
of its operations.
Thus, it is rather inaccurate to describe the operations of a TM as “recurses”, as this

suggests recursion plays a role in the computations a TM carries out, and this is not the
case.The extensional equivalence between a TM and partial recursive functions was men-
tioned above, but this simply refers to the fact that they can compute the same input-output
relations, it does not pertain to the manner in which these input-output pairs are in fact
e�ected/computed. As a matter of fact, each formalism computes input-output pairs in a
di�erent way, these being the intensional di�erences among them, as discussed in Recursion.
This has consequences. Themistaken use of this vocabulary allowsWEA to employ the term
tail recursion for when a TM only operates over the ‘end. . . of the immediately preceding out-
put’ (WEA, p. 4, ft. 2; it’s not clear what that even means, though), but this is unwarranted,
for the reasons just espoused. In any case, the term tail recursion is widely employed in com-
puter science to refer to something rather di�erent, and I have never encountered the usage
WEA employ in the mathematical logic literature.
A similar state of a�airs applies to the three-way identi�cation WEA specify regarding

the third criterial property of recursion: the successor function qua mathematical induction
qua the unboundedness of generative procedure. The successor function, as one can ap-
preciate from the Gödel quote that started our discussion, is a (primitive) recursive function
and therefore it is related to mathematical induction in the same way that other recursive
de�nitions are (see supra). The misidenti�cation between mathematical induction and the
successor function could perhaps be excused on the grounds that most expositions of math-
ematical induction employ the successor function as a case in point (as in Kleene 1952, pp. 20
et seq., for example). This doesn’t have to be the case, though; Buck (1963) provides ex-
amples of mathematical induction with other types of functions and data. In any case, what
mathematical induction clearly isn’t is unboundedness itself; as stated above, mathematical
induction is a technique to prove if a given statement is true of an in�nite set, a rather di�er-
ent concept altogether. I don’t, of course, mean to claim that the concepts of the three-way
identi�cationWEA posit are entirely unrelated; after all, an implementation of the successor
function in a computer programme could well result in an unbounded process that is in�nite
in character. My point, rather, is that these three constructs are not one single phenomenon,
and it is a mistake to treat them as such.

Let me recap and restate this part of the paper, for it is important to be as clear as possible.
WEA’s de�nition of recursion is triply mistaken, and at di�erent levels to boot:

1. They misinterpret a text of Gödel’s as providing a de�nition of ‘the primitive notion
of recursion’, when in fact Gödel had de�ned the class of primitive recursive functions
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(and Gödel hadn’t even called these functions primitive recursive, nor was the term in
use in 1931); what’s more, theymisrepresent this quote so that only three properties are
to be extracted, when the actual text says more than that —and eventually something
else altogether.

2. WEA clearly read too much into the quote, misidentifying a �nite sequence of func-
tions with Turing computability (the �rst criterial property of recursion) and mis-
takenly equating the successor function with mathematical induction (the third).

3. Two unwarranted connections are also put forward: a) between a de�nition by in-
duction and strong generativity (the second property) and b) between mathematical
induction and the unboundedness of a generative procedure (the third).

All in all, therefore, WEA’s attempt at conceptual clarity is a disaster, its demonstrable in-
competence in matters mathematical only matched by the self-assurance of its claims.
I should note, however, that I don’t dispute the importance of the three properties WEA

line out for a theory of language. I certainly think that a generative procedure that builds
ever more complex structures with no arbitrary limit on its operations is a necessity. What
I deny is what they actually claim (WEA, p. 2): that these three properties are criterial of
what recursion is, and more speci�cally, that these properties are associated to (or indeed
identi�ed with) the three constructs WEA selectively extract from Gödel (1931). Be that as
it may, the issue of the intensional di�erences among the formalisms I mentioned earlier
deserves some attention, as its discussion will provide us with some useful information with
which to end this piece.
At one point, WEA state that Turing ‘formalized the intuitive concept of a computation

—equivalently, a generative procedure’ (p. 1), a statement that is then followed by the afore-
mentioned claim that various formalisms are in fact equivalent. Given the manner in which
WEA set up the discussion, one can sort of understand the general gist of their viewpoint:
a correct speci�cation of a generative procedure, or algorithm, had been obtained, and this
was (and still is) of great relevance to linguistics. Such a take on things has certainly pro-
duced colourful language in the past. Kleene (1952, p. 320) thought that the equivalence
amongst these systems suggested that we are dealing with a fundamental class, whilst Post
(1936, p. 291) saw it as a “natural law”. Perhaps no more sober-mindedly, Epstein and Car-
nielli (2008) call the extensional equivalence the TheMost Amazing Fact, given that ‘[a]ll the
attempts at formalizing the intuitive notion of computable function yield exactly the same
class of functions’ (p. 85). As ever, things are not as straightforward as they seem.
The aforementioned studies from the 1930s and 40s did not, contrary to popular belief,

settle what a computation is. In the case of the models proposed by Church and Kleene, their
work should more properly be seen as an attempt to clarify the nature of the functions that
can be computed —that is, as a hypothesis concerning the set of computable functions— but
there is more to an algorithm than the function it can compute (Blass & Gurevich, 2003).
Turing’s idea of a computing machine does not model an algorithm, either; what this form-
alism describes is what actually happens during a computation that is set in motion, it is an
example of a model of computation, as Moschovakis and Paschalis (2008) put it. As such,
then, these formalisms haven’t really captured what an algorithm qua abstract mathematical
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object actually is, as opposed to identifying the class of computable functions or formalising
a computational process.

What lies at the heart of this point is that the intensional di�erences among the various
formalisms involve rather di�erent intuitions as to what a computation is. This has been
hinted at in various places, in fact. Soare (2009), for instance, notices that ‘Post’s (normal)
canonical system is a generational system, rather than a computational system. . . because it
gives an algorithm for generating (listing) a set of integers rather than computing a func-
tion’ (p. 380), whilst Church himself, in a review of Turing’s work (reprinted in Sieg 1997),
points out that even though Turing’s formalism has the advantage of making the identi�c-
ation between a computation and a TM intuitively obvious, the other solutions are more
suitable ‘for embodiment in a system of symbolic logic’ (p. 170).
It seems to me that these intensional di�erences carry a rather substantive implication

for cognitive science. There is an interesting argument to be made here to the e�ect that it
should not be regarded as surprising that recursively-speci�ed algorithms have featured so
extensively in linguistics (as in the work of Chomsky) while a TM has been widely adop-
ted by much of cognitive psychology (as described in Fodor 1983, for instance), for the sort
of computations that linguistics has outlined are certainly more abstract than the real-time
computations that cognitive psychology studies in behaviour. That is, a model of a com-
putation appears to be a more �tting format for describing the computations of processing
systems, linguistic derivations requiring something else, considering that a TM does not gen-
erate structure in the sense that linguists understand this notion. But this is an argument for
a di�erent occasion.
More relevantly here, the di�ering computational intuitions the various formalisms give

rise to also point to di�erences between mathematical logic and computer science, and a few
comments are in order at this point, given the direction of the discussion.
Perhaps an obvious distinction between mathematics and computer science, simplifying

somewhat, is that the former deals with mapping functions while the latter focuses on al-
gorithmic implementations, programs, and procedures, and this distinction involves di�erent
theoretical motivations. In the case of computer science, implementations and procedures
must meet a number of conditions, such as Mal’cev’s well-known criteria, and this is not the
case for functions, for they are not algorithmic in nature, while procedures are —functions
need not be e�ective, after all.
Consider the following, extremely schematic description of how a computer scientist inter-

acts with a computer language via what is usually called an interpreter. We type an expression,
either simply a primitive element or two or more elements linked by an operator, and the
interpreter evaluates the expression according to the rules speci�ed in a given procedure (for-
get the evaluation strategies a programmer may employ; these don’t matter here). As such,
procedures can apply recursively. That is, in order to evaluate the elements of a compound,
the interpreter must evaluate all the elements of the sub-expressions, which involves apply-
ing the procedure of the operator (i.e., the leftmost element of the sub-expression, following
Polish notation) to the operands (i.e., the rightmost element(s) of the sub-expression). In
order to evaluate a complex expression, then, the interpreter must evaluate each element of
the sub-expression �rst. Thus, the evaluation rule contains as one of its steps the invocation
of the rule itself.
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Of perhaps more interest is the nature of the processes that procedures generate, a di�er-
ence between the actual computation in motion and the meta-rules that direct the process.
As it happens, recurrent processes (or implementations) can be either recursive or iterative.
Recursive implementations involve a self-reference (a given operation calls itself) and as a
result chains of un�nished tasks develop. In the case of iteration, an operation is repeated
in succession, and in general its state can be summarised at any stage by the variables plus
the �xed rule that establishes how these are updated from one state to another. If no ter-
mination conditions are established, both processes will proceed inde�nitely. Furthermore,
whilst both types of processes keep something in memory, recursive processes keep deferred
operations rather than just variables, and this usually exerts a bigger load.
As it happens, moreover, all tasks that can be solved recursively can also be solved iter-

atively; or in other words, all recursive relations can be reduced to iterative relations (Rice,
1965). This point already follows from the extensional equivalence of partial recursive func-
tions and a TM, so this is no news for a logician. That is, any input-output pair that can be
computed with a recursive function can also be obtained, iteratively, by employing a TM.
Be that as it may, recursive implementations are specially well-suited to operate over com-

plex objects such as a “recursive data structure”, de�ned by Rodgers and Black (2004) as
an object or class ‘that is partially composed of smaller or simpler instances of the same
data structure’. That is, a structure that includes an abstraction of itself (an X within an X),
and “trees”, “lists” and the like constitute the prototypical cases (trees inside other trees, or
lists inside lists, etc.). Moreover, there is a natural bit between recursive data structures and
recursive mechanisms, but orbiting conditions —such as memory limits, architectural com-
plexity, e�ciency—more often than not bring about iterative implementations. The orbiting
conditions traditionally have to do with memory limitations of the physical machine that is
implementing the algorithm; i.e., properties of the implementation and not of the algorithm
itself. Therefore, it can be the case that even though a set of data structures naturally merits
a recursive implementation, iteration is chosen instead; after all, implementations require
time and space and so come with inherent practical limitations in terms of how they can
actually be instantiated.
According to computer science, then, recursive structures and recursive mechanisms are

independent constructs, their connection a matter of empirical investigation, not con�ation.
As I have argued elsewhere, the con�ation between recursive mechanisms and recursive
structures is the main problem with the manner in which cognitive science at large treats
the concept of recursion. Indeed, many scholars seem to believe that recursive structures
can only be generated by recursive operations, or that recursive operations can only gener-
ate recursive structures, but this is certainly not the case (see Lobinas passim ad nauseam).
This is an important point, and it is entirely missed by WEA, mainly because they don’t

allow for such a possibility at all. A point that keeps coming up in WEA is that the re-
cursiveness of a function is de�ned independently of its output (p. 1), and therefore equating
recursion to the properties of an output is either a fallacy (p. 3) or a mathematical error (p. 4).
Admittedly, mathematical logic doesn’t make much use of recursive objects; the closer it gets
to de�ning any object as such, or at least the more obvious, are the recursively enumerable and
the (general) recursive sets, and even these are so de�ned in terms of how they are generated
and not in their own terms. A set is recursively enumerable if there is a mechanical pro-
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cedure that can list/enumerate all its members, while a set is (general) recursive if there is
an algorithm that can determine whether a given element is (or is not) one of its members
(Post, 1944). Thus, mathematicians restrict the recursive property to functions or rules, and
it is never applied to objects.

It seems to me, however, that adopting WEA’s stance in the study of language makes for a
rather rigid, if not obtuse, position to hold (cf. J. Collins 2008, pp. 160–1 for a similar view to
that of WEA’s). I certainly fail to see why linguists should be constrained by the practices of
mathematicians at all; linguistics, after all, is not mathematical logic. Clearly, linguists ought
to employ whatever tools from the formal sciences may be deemed to be useful —as long as
they are useful and used appropriately, of course. If that means borrowing from computer
science, as in the postulation of recursive structures, so be it, and this can hardly be deemed
a mathematical error (or a fallacy)
Consider this. It has been a long-running point of generative grammar that the linguistic

system is governed by structural properties, these being either mechanisms that operate over
particular structures (as in derivational theories of grammar) or constraints that licit speci�c
con�gurations of syntactic objects (as in representational theories). Indeed, the �eld of lin-
guistics is full of studies that focus on structures, in many cases entirely independently of
whatever function generates them, and one would be hard pressed to justify a ban on ap-
plying recursion to certain structures —at least as long as recursive structures are de�ned
in their own terms. Such de�nitions have been part of the theory since the beginning, in
fact. Chomsky and Miller (1963, p. 290) de�ned constructions in which a self-embedded
phrase appeared on either side of a sentence as either right- or left-recursive structures (with
no connection whatsoever to either right- or left-recursive rules, whatever these might be),
whilst Chomsky (1965) drew a distinction between nested constructions and self-embedded
sentences (again, with no connection to speci�c nested or self-embedding rules, whatever
these might be).
WEA have missed a step. Their reasoning is put forward in order to refute those studies

that claim that if a speci�c language lacks recursive structures, then recursion is not part of the
grammar for that language —not part of its generative procedure, that is. Such an argument
is indeed fallacious, but not for the reasons WEA state (for a di�erent and better take, see
Tomalin’s 2011 discussion of you-know-who); after all, it is not obvious that the scholars
WEA mention actually accept the mathematical practice of how functions relate to their
outputs, or that they even accept that the generative procedure underlying language should
be regarded as a mathematical function. Thus, they couldn’t possibly be held responsible for
committing the errors or fallacies WEA accuse them of.
So what is recursion, again? Self-reference, I submit, is the property that underlies what

recursion is, it is its denotation. As such, it can apply to di�erent theoretical constructs, its
connotations, say, thereby accounting for the fact that we have recursively-de�ned functions
inmathematics (i.e., functions de�ned in terms of previously calculated values), and recursive
procedures (evaluation procedures that involve sub-procedures), recursive processes (oper-
ations calling themselves), and recursive structures (objects in which an X is constitutive of
a larger X) in computer science. The real issue is to not con�ate these notions, for it is that
error that creates the most confusion in the literature. That is the real lesson here.
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5 A précis of Recursion
Recursion is in the business of drawing distinctions, and then developing them. The �rst
such distinction regards the manner in which to study cognitive phenomena. Drawing from
the work of Noam Chomsky and David Marr in the 1960s and 70s, the book focuses on
theoretical terms such as competence and its kin the computational level, performance and its kin
algorithmic/mechanisms levels (all distinctions duly noted), and connects them to correspond-
ing constructs from the formal science in order to put together a computational theory of
recursion-in-language.

The result is a three-stage theoretical progress on how recursion applies at di�erent levels
of explanation, and this too involves a set of distinctions. The framework starts with a) a
characterisation of the algorithm underlying language; it is then followed by b) the study of
this algorithm’s “abstract implementation”, or theory of the computation, a level of explana-
tion that is focused on the formal properties of linguistic derivations, including the goodness
of �t between structures and operations; and it ends with c) an investigation of the algorithm’s
“actual implementation”, that is, the computational process executed in real time, this �nal
step also sensitive to the question of whether certain structures bring about certain processes.
The last distinction the book is interested in relates to some of the di�erent theoretical

terms that recursion as a concept can apply to, four being the most relevant: i) de�nitions by
induction; ii) algorithms; iii) computational processes; and iv) structures (or more generally,
representations). These four connotations take part in every step of the three-stage explanat-
ory framework followed in Recursion, an enterprise that furthermore allows for a conceptual
clean-up of the literature.
The structure of the book shadows the three-stage theory rather closely. Starting with

a long section on the conceptual and technical preliminaries, the central three chapters of
the book are devoted to the three steps, with two further chapters o�ering complementary
discussion (one devoted to competence, the other to performance).
What follows is as short a summary of the book as I have been bothered to compile; a pré-

cis, moreover, that mimics the structure of Recursion. Thus, the following section describes
the employment of recursion in the formalisation of algorithms and computations within
the formal sciences (this is chapter 1 in the book). The second section, chapter 2 in the book,
chronicles the introduction of recursion into linguistic theory, o�ers some relevant de�ni-
tions and relates them to the capacity to produce a possibly in�nite number of structures.
It also argues against con�ating recursive structures and recursive mechanisms (endemic in
the literature), and in so doing identi�es the precise connotation recursion ought to have in
linguistics. The third section looks at the computational system underlying the faculty of
language in some detail by focusing on the abstract, but none-the-less real, computations
the faculty e�ects (this is chapter 3 in the book). Section �ve (chapter 5 in the book) consti-
tutes an experimental undertaking designed to probe and illustrate the potentially recursive
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nature of a sub-operation of the syntactic parser by looking at the possible correspondence
between recursive structures and mechanisms. On either side of section �ve, I o�er two
digressions. Interim 1 (chapter 4 in the book) discusses the universality and uniqueness of
recursion, while Interim 2 (chapter 6) compares the framework advanced in section �ve with
other approaches from the literature on the experimental probing of recursion. Finally, the
conclusion brings everything together for summary and contemplation, as usual.

Of algorithms
Recursion, or “a running back”, as it was once recorded in An English Expositor, a connotation
recorded as obsolete by the Oxford English Dictionary in 1933 —and, thus, right about the
time one Kurt Gödel was writing “rekursiv”, in German, to refer to a class of functions that
were to become central to mathematical logic. This central role revolves around the original
mathematical application of recursion within what is called a “de�nition by induction” (or
simply a recursive de�nition), which consists in ‘de�ning a function by specifying each of its
values in terms of previously de�ned values’ (Cutland, 1980, p. 32), as the following example
clearly illustrates.
Let us de�ne the class of the factorials, that is: n! = n × n − 1 × n − 2 . . . × 2 × 1, where n

is a natural number. A recursive de�nition consists of a pair of equations, the �rst of which
is called the “base case”, while the second constitutes the “recursive step”:

(5.1)

Def. n!
{
if n = 1 n! = 1 (base case)
if n > 1 n! = n × (n − 1)! (recursive step)

Note that the recursive step involves another invocation of the factorial function. Thus, in
order to calculate the factorial of, say, 4 (i.e., 4 × 3!), the function must return the result
of the factorial of 3, and so on until it reaches the factorial of 1, the base case, e�ectively
terminating the recursion. Self-reference is therefore the de�ning feature of recursion —
that is, its denotation— making it a special type of recurrence.
It is this self-reference property that binds all correct uses of the term —or so I claim.

However, a distinction needs to be drawn between what makes a function recursive (viz.,
self-reference) and the uses to which this property can be employed. Hence, for instance,
the various recursive functions (primitive, general, partial) and the di�erent input-output re-
lations they encompass; and hence, moreover, the possible combination of recursive de�ni-
tions and the hierarchy one can build within such de�nitions by employing parentheses and
such as to delimit some sort of embedding (what Rozsa Peter called nested recursion; note,
two properties). Recursion is recursion, then, and should not be con�ated or mixed up with
anything else, such as the details of particular recursive functions, embedding, set-theoretic
de�nitions, or else. So how did this concept of recursion play out in mathematical theories?
By the time David Hilbert presented a collection of problems for mathematics in the early

XX. century, one of which included formalising the notion of what he called “e�ective calcul-
ability”, a computation was understood in intuitive terms as a ‘process whereby we proceed
from initially given objects, called inputs, according to a �xed set of rules, called a program,
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procedure, or algorithm, through a series of steps and arrive at the end of these steps with a �nal
result, called an output’ (Soare, 1996, p. 286). The challenge was to formally characterise
the �nite, mechanical procedure at the centre of this intuition, and a number of di�erent
solutions appeared from the 1930s onwards.
Recursive de�nitions were to be widely employed in the 1930s and beyond for this pur-

pose. The earliest class of recursive functions, as initially de�ned by Gödel, are now known as
the primitive recursive functions and constitute our starting point. Starting with a set of ini-
tial, basic functions —among others, zero and successor (succ), the latter de�ned below (where
the symbol ′ stands for +1)— the primitive recursive functions are ‘exactly those which are
either basic or can be obtained from the basic ones by a �nite number of applications of the
basic operations’ (Epstein & Carnielli, 2008, p. 93).

(5.2) Def. succ
a + 1 = a′ (base case)
a + n′ = (a + n)′ (recursive step)

From this primitive class of functions, an expansion into the so-called general recursive func-
tions can be e�ected by taking these recursive equations as a starting point and applying
substitution and replacement operations as inference rules (Sieg, 2006, p. 192). The ac-
tual characterisation of this general class of recursive functions is a bit cumbersome; the
important point here is that Alonzo Church, in 1936, identi�ed computability with the gen-
eral recursive functions, and this has come to be known as Church’s Thesis: ‘every example
of a function. . . acknowledged to be. . . calculable. . . has turned out to be general recursive’
(Kleene, 1952, p. 300). This statement, however, is technically incorrect. The fatal �aw
seems to be that the core of Church’s formalism consisted in a number of atomic steps that
were stepwise recursive, and he provided no justi�cation for this (see Soare 1996, p. 289–91
and Sieg 1997 for details).
Stephen Cole Kleene, Church’s student, replaced the general recursive with the partial re-

cursive functions in 1938. The latter are so called because they map a subset of the natural
numbers onto the natural numbers, making them “incomplete”, as opposed to total, func-
tions. More speci�cally, this formalism makes use of a “search” procedure —the least search
(µ) operator— that looks for the least number with a given property. These functions are
the smallest class containing the basic, initial functions of the primitive recursive class and
overall they constitute a closed system under composition, induction, and the µ-operator
(the partial recursive functions are sometimes referred to as the µ-recursive class, in fact).
The partial recursive functions correctly identify the class of computable functions (Kleene,
1952, pp. 317 et seq.).
Coming from a di�erent set of assumptions on how to formalise computability, Alan Tur-

ing famously put forward a proposal that was based upon the idea of an abstract, mechanical
device —the Turing Machine (TM)— a construct that constitutes the paradigmatic example
of the so-called models of computation. It is commonly conceded that this model captures
the manner in which every conceivable mechanical device computes a calculable function,
and was generally accepted as the best formalisation in the �eld at the time (Soare, 1996,
p. 291–295). It is of great importance to point out, however, that a TM employs no recur-
sion whatsoever, as its operations are strictly speaking “iterations” (Moschovakis, 2001).
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Emil Post concurrently worked on a similar program, independently of Turing, but his
1936 work on “�nitary combinatory processes” was not as wide-ranging as Turing’s (see
Soare 1996, p. 300 for details). It was later in the 1940s that he developed amethod that cor-
rectly formalises computability, a development that followed work he had conducted much
earlier. In (1921), for instance, Post formalises the truth-tablemethod for establishing validity
within propositional logic in terms of a number of postulates from which the set of propos-
itions can be generated. In this work, Post talks of functions producing or generating other
functions, a way of phrasing things that is at the heart of the systems he outlined later on.
Post (1943) introduced a “canonical form” system, a construct that directly stems from the
“generalisation by postulation” method of his 1921 work, and that was later, in 1944, conver-
ted into a string rewriting system of the form g −→ h, where both g and h stand for strings
of elements. Crucially, Post’s whole approach ‘naturally lends itself to the generating of sets
by the method of de�nition by induction’ (Post, 1943, p. 201), and thus recursion plays a
central, global role within canonical forms, a feature that is central to generative systems so
conceived (Sieg, 1997, p. 166).
By the 1950s, all these formalisms were shown to be extensionally equivalent; i.e., from

the same input, they could all generate the same output. Or in a more general vein, all these
systems identify/refer to the class of computable functions:

(5.3) Computable Functions


Partial recursive functions
Turing machine
Production systems
. . .

Epstein and Carnielli (2008) call this the The Most Amazing Fact, given that ‘[a]ll the at-
tempts at formalizing the intuitive notion of computable function yield exactly the same class
of functions’ (p. 85). Indeed, the equivalence among these systems suggests we are dealing
with a fundamental class (Kleene, 1952, p. 320), which moved Post (1936) to consider the
most amazing fact a “natural law” rather than a thesis. This state of a�airs has come to be
known as the Church-Turing Thesis, or sometimes just Church’s Thesis.
Be that as it may, the aforementioned studies from the 1930s and 40s did not, contrary to

popular belief, settle what a computation is. In the case of the models proposed by Church
and Kleene, their work can be seen as an attempt to clarify the nature of the functions that
can be computed —that is, as a hypothesis regarding the set of computable functions— but
there is more to an algorithm than the function it can compute (Blass & Gurevich, 2003).
Turing’s idea of an abstract machine, on the other hand, does not model an algorithm either;
what this formalism describes is what can actually happen during a computation that is set
in motion. And Post’s framework is a generative rather than a computational story; that is,
production systems list/enumerate sets of elements, they don’t compute a function.
It is in McCarthy (1963) that we �nd an explicit formulation of computations in terms of a

simple set of recursive equations, a formalism that constitutes a precise re�nement of the par-
tial recursive functions and is currently considered superior in simplicity and range to both
Turing’s and Kleene’s formalisms (Moschovakis, 2001, p. 919). In fact, the recursive equa-
tions of McCarthy can be subsumed, with the addition of an output mapping function, under
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the notion of a “recursor”, which is claimed to faithfully model the structure of an algorithm
—in this sense, recursors are algorithms (Moschovakis, 1998). Studies like McCarthy’s, thus,
attempt to formalise an algorithm as a formal object, that is to say, to establish what it is;
more speci�cally, this formal object is being characterised as an equation.
There is a distinction to be had, then, between formalising an algorithm qua mathem-

atical formal object and formalising an algorithm qua model of computation (the latter is
sometimes called the implementation of an algorithm: a computation in course). It is to the
latter construct that a TM appropriately applies, whereas systems of recursive equations (or
production systems, for that matter) may well be more appropriate for characterising an al-
gorithm, for they do not depend on the abstract idea of a machine. If this is so, the study of
algorithms splits into two di�erent approaches. On the one hand, algorithms can be studied
as abstract objects, and one needs to �nd an answer to the question of what precisely an al-
gorithm is. On the other hand, algorithms can be analysed in terms of implementations, and
this level also splits into two. Implementations can be studied either in the abstract, what is
usually known as formulating a theory of the computation, or as real-time processes, the focus
of applied computer science.
Some of the properties involved in building a theory of the computation are architectural in

nature, such as overall complexity and organisation, but others would appear to be more
concrete, as in considerations regarding time and space e�ciency, perhaps indicating real-
time, actual implementations. In actual fact, the last two properties are treated in functional
and therefore abstract terms at this level; that is, in relation to a particular computational
architecture (Knuth 1997 is a clear example of this type of study). There is nothing myster-
ious about this; the mapping function can be analysed independently of the operation that
performs it in real-time, as Dean (2007, pp. 256 et seq.) demonstrates. Namely, an abstract
implementation can be divided into atomic components, and cost units can be assigned to
each, resulting in a sequence of stages, making the immediate predecessor relation the central
feature of the analysis.
Regarding the study of real-time implementations, though, the various formalisms I have

brie�y outlined e�ect the transformation from input to output in di�erent ways, and this will
certainly result in more tangible computational di�erences. I am now pointing to a distinc-
tion between the extensional equivalence and the intensional di�erences of all these systems,
a distinction that has more obvious repercussions for the study of real-time processes, given
that di�erences in time and/or space have a clear e�ect on memory load and e�ciency, at the
level of real-time implementations. This brings us to issues that have to do more with computer
science than with mathematical logic, and yet more distinctions.
Programs, procedures, and algorithms were included in the intuitive de�nition of a com-

putation at the beginning of this section —the “�xed sets of rules”— but there are some im-
portant di�erences to note. An algorithm has in this section been identi�ed with an abstract
mathematical object; basically, as a process for the successive construction of quantities. A
computer program, though typically de�ned as the pattern of rules that govern computational
processes, is better understood as the representation of an algorithm—that is, the expression
of a computational method. In this sense, some form of “representation scheme” is required
for an algorithm to be represented, and this is the function of a computer language, the latter
simply de�ned as a collection of primitives and rules, both �nite. Finally, a procedure is to
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be regarded as a step-by-step list of instructions for completing a task, a de�nition that is
sometimes applied to algorithms, but one I shall resist. How do these distinctions play out
in practice, though?

Computer scientists have devised di�erent types of programming languages, and it is com-
mon to operate with one via an interpreter (as in LISP, for instance). We type an expression,
either simply a primitive element or two or more elements linked by an operator, and the
interpreter evaluates the expression. If we type in a complex expression, the evaluation will
return the result of applying the procedure speci�ed by the operator. The interpreter then
works following a basic cycle: it reads an expression, evaluates it, and prints the result. Par-
entheses can in turn be used to write nested expressions, introducing a hierarchy (of both
structures and operations) of a potentially unlimited nature.
Procedures can apply recursively. That is, in order to evaluate the elements of a com-

pound, the interpreter must evaluate all the elements of the sub-expressions, which involves
applying the procedure of the operator (i.e., the leftmost element of the sub-expression, as
in LISP, following Polish notation) to the operands (i.e., the rightmost element(s) of the sub-
expression). In order to evaluate a complex expression, then, the interpreter must evaluate
each element of the sub-expression �rst. Thus, the evaluation rule contains as one of its steps
the invocation of the rule itself. Much like the recursive functions, the operation calls itself.
Procedures, then, constitute the meta-rules that direct a computational process (an imple-

mentation), but the relationship between procedures and processes is rather subtle indeed.
Even though procedures generate processes, the actual nature of the latter, their shape, is not
established by the shape of the procedures. That is, a recursively-de�ned procedure need not
necessarily produce a recursive process. This is a direct result of the Church-Turing Thesis,
as an algorithm can be implemented in various ways (i.e., with di�erent formalisms); the
two that concern us here are recursive and iterative implementations (yet another distinc-
tion). These two types of processes subsume the class of recurrent operations: both involve
the repetition of an operation, and as a result both need termination conditions. Recursive
implementations involve self-reference (a given operation calls itself) and as a result chains
of un�nished tasks develop, which automatically yields a hierarchy among the operations
so produced (but, importantly, not among the data structures themselves). In the case of
iteration, an operation is repeated in succession, and in general its state can be summarised
at any stage by the variables plus the �xed rule that establishes how these are updated from
one state to another. If no termination conditions are established, both processes will pro-
ceed inde�nitely. Furthermore, whilst both types of processes keep something in memory,
recursive processes keep deferred operations rather than just variables, and this usually exerts
a bigger load.
In order to illustrate, let us see how to calculate the factorials recursively and iteratively.

The recursive implementation naturally follows from the recursive de�nition of the factori-
als, but the iterative process requires a subtler observation. Factorials can be iteratively com-
puted if we �rst multiply 1 by 2, then the result by 3, then by 4, until we reach n. That is,
we keep a running product, together with a counter that counts from 1 up to n. Further, we
add the stipulation that n! is the value of the product when the counter exceeds n. That is,
the computation carries on according to two rules: the product is multiplied by the counter,
and then the counter is increased by 1 until it reaches a number higher than the number
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whose factorial we want to calculate. Table 5.1 below shows both types of implementations,
but I refrain from including the procedure for each process. Su�ce here to say that both
procedures are in fact recursive, but only one of the processes below is.

Table 5.1: Recursive and iterative implementations.
4 × (factorial 3)
4 × (3 × (factorial 2))
4 × (3 × (2 × (factorial 1)))
4 × (3 × (2 × 1))
4 × (3 × 2)

factiter 4 1 1
factiter 4 2 1
factiter 4 3 2
factiter 4 4 6
factiter 4 5 24

Note: The �rst digit of the iterative solution, shown on the right-hand side, stands for the
factorial whose number we are calculating, whilst the second digit is the actual counter and
the third is the running product

As the shape of the recursive process reveals (shown on the left-hand side), there is an expan-
sion followed by a contraction, the result of the number of deferred operations the process
builds up. As such, the material kept in memory in these two processes di�ers greatly at any
stage. In the second line of the recursive process, for example, the actual operation in course
is factorial 2, while what is being kept in memory is 4 × (3 ×. . . ), a chain of multiplications
waiting to be executed. Crucially, the process can only end if the operations are carried out in
the right order. That is, the factorial of 2 needs to be computed before the factorial of 3, and
a hierarchy amongst the operations consequently develops. Neither of these two properties
quite apply in an iterative process, as the only things that are kept in working memory are
the operation in course and the variables it operates upon, and there is certainly no direct
relation between the running operations and the rules being kept in memory.
Note that both implementations are recurrent in the sense that both operate over their

own outputs. They di�er in the type of operations they carry out, and consequently in the
type of recurrence e�ected. In the case of the recursive implementation, the operation being
carried out is a multiplication involving the factorial to be calculated, n, and the factorial of
n − 1. That is, the factorial operation applies over a subset of its own output, as it involves
a self-call. In the case of the iterative implementation, however, the operation multiplies
the new counter times the previous product, which is to say that it applies over its output
plus a new variable, but no self-reference is involved. Naturally, re�exive calls exert a bigger
memory strain, as the chains of un�nished tasks must be kept in memory until lower-level
operations are carried out. Consequently, an iterative process is generally more e�cient than
a recursive one.
Having said that, there exist certain data structures that merit a recursive solution. Indeed,

the internal hierarchy of recursive implementations makes them especially well-suited to op-
erate over complex objects such as a “recursive data structure”, typically de�ned in computer
science as an object or class ‘that is partially composed of smaller or simpler instances of the
same data structure’ (Rodgers & Black, 2004). Despite the close correspondence, orbiting
conditions —such as memory limits, architectural complexity, e�ciency— more often than
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not bring about iterative implementations. In other words: the reduction of recursors to iter-
ators, where reduction means that such or such recursively-speci�ed algorithm is implemen-
ted by an iterator. The orbiting conditions traditionally have to do with memory limitations
of the physical machine that is implementing the algorithm; i.e., properties of the imple-
mentation and not of the algorithm itself. Therefore, it can be the case that even though a
set of data structures naturally merits a recursive implementation, iteration is chosen instead;
after all, implementations require time and space.

Note, as mentioned, that there is nothing intrinsically recursive about the factorial of 4; it
is in fact the nature of the solution to calculate the factorials that makes it apt for a recursive
implementation. The recursive method employed to compute factorials was based on the
rather subtle observation that we could solve the problem by reducing it to one or more sub-
problems identical in structure and simpler to solve (Roberts, 2006, p. 4). In general, three
properties must be met for such a solution: a) the original problem must be decomposable
into simpler instances of the same problem; b) the sub-problems must be so simple that they
can be solved without further division; and c) it must be possible to combine the results of
solving these sub-problems into a solution to the original problem (Roberts, 2006, p. 8). It
is this set of properties that would suggest a recursive process in any sort of domain, and it is
this very factor that gives Recursion its raison d’être.

Thematerial in this section provides the necessary background to conduct a computational
theory of recursion-in-language. The distinction between “structural recursion” and “gen-
erative recursion” is crucial, in fact, for without it there is hardly a theory. Let me elaborate.
An algorithm is here understood as the object at the heart of any computational system; a
mapping function. An implementation of an algorithm, what is usually called a model of
a computation, results when the procedure for an algorithm is set in motion. A computa-
tional process, then, is simply the implementation of a procedure. Crucially for the purposes
at hand, whether there is a match between recursive structures and recursive processes is a
matter of investigation, not supposition; after all, the “shape” of a given process is the result of
the manner in which its operations manipulate the requisite structures/representations, and
this is something that needs to be discovered. The main pitfall of such an investigation is to
end up mixing or con�ating these de�nitions and distinctions, and Recursion is particularly
sensitive to this eventuality.
In any case, the stage is now set for the �rst step of the three-stage explanatory framework

delineated earlier: the characterisation of the algorithm subsuming the language faculty.
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Recursion-in-language; or The con�ation of structures
and mechanisms

What, reduced to their simplest reciprocal
form, were Bloom’s thoughts about
Stephen’s thoughts about Bloom and
Bloom’s thoughts about Stephen’s
thoughts about Bloom’s thoughts about
Stephen?

(Ulysses)

Discrete in�nity refers to the property that the array of possible expressions in language is
in�nite, a fact that is argued to be re�ected in the ‘behavior of speaker[s] who. . . can pro-
duce and understand an inde�nite number of new sentences’ (Chomsky, 1957, p. 15). It has
been identi�ed as a central property of language —thus constituting an explanandum for
linguistic theory— ever since The Logical Structure of Linguistic Theory (LSLT), a work writ-
ten in 1955-56 but only published in 1975. In LSLT, Chomsky is rather explicit in stating
that recursion constitutes an explanation for this phenomenon; indeed, it is therein claimed
that it is the ‘recursive character’ of phrase structure rules that allows for the ‘generation of
in�nitely many sentences’ (pp. 171–2). The connection between recursion and in�nity is
maintained some twenty years later in the introduction to the published version of LSLT,
wherein ‘[t]he recursive property of the grammar’ is identi�ed as ‘the property of generating
an in�nite class of structures’ (p. 16), and a recent restatement of this position speci�es that
all recursion means is discrete in�nity, the need to enumerate the potentially in�nite number
of expressions (namely, in Piattelli-Palmarini, Uriagereka and Salaburu 2009, p. 387).
The idea here is simply the very general point that in order to account for the unboun-

ded novelty in linguistic behaviour, it is necessary to postulate an underlying mechanical
procedure, a computational system, as the number of possible sentences one can under-
stand/produce surely exceeds memory capabilities. The formalism Chomsky employed in
the 1950s for this purpose was Post’s production systems, which, as stated earlier, its general
format is of the form g −→ h and the whole approach ‘lends itself to the generating of sets by
the method of de�nition by induction’ (Post, 1943, p. 201). This general recursive property
of production systems was in fact recognised and explicitly endorsed by Chomsky from very
early on. As Chomsky andMiller (1963) pointed out, the −→ relation mediating the conver-
sion of some structure φ1, . . . φn into some structure φn+1 can be interpreted as ‘expressing
the fact that if our process of recursive speci�cation generates the structures φ1, . . . φn , then
it also generates the structure φn+1’ (p. 284).
This is the precise interpretation of recursion-in-language that runs through Chomsky’s

vast output. That is, unbounded linguistic behaviour necessitates a computational system,
and the generative procedure that ought to interest linguists is underlain, by de�nition, by
recursive de�nitions. The record really is clear on this account, and has been repeated many
times elsewhere (see Lobinas passim, Paper #2, and Recursion).
That being the case, the g −→ h scheme had to be adapted for linguistic usage, and the

symbols and strings Post made use of were consequently replaced with linguistic termin-
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als and non-terminals; among others: S stands for sentence, NP for noun phrase, VP for
verbal phrase, D for determiner, etc. As a result of this, an internal application of recursion
within rewriting rules arose, one particular to linguistics. In order to clarify, consider the
small sample below, where the rewriting rules should be understood as transformations of
the strings on the left-hand side of the arrow into the strings on the right-hand side.

(5.4) (a) S→ NP VP

(b) NP→ D N

(c) VP→ V NP

(d) NP→ N (NP)

(e) VP→ V S

It has come to be customary to describe the last two rules as recursive, as categories to the
left of the arrow are reintroduced on the right-hand side. To be more precise, there is a
direct recursion in the case of (d), but indirect in (e) —i.e., an S rule, (a), generates NP
and VP, and (e), a VP rule, reintroduces S. This particular recursive feature, however, is an
internal application within production systems and should not be confused with the general
and global recursive property of collections of rewriting rules qua production systems; i.e., the
connotation identi�ed earlier.
That aside, the two recursive rules have in the past been employed to generate the sort of

structures that have come to be known as self-embedded (or more generally, nested struc-
tures). Thus, rule (e) can be used to generate sentences inside other sentences, such as John
thinks (that) [Michael killed the policeman], while rule (d) can return NPs inside other NPs, as
in John’s [brother’s [teacher’s book]]. Given that self-embedded sentences were being generated
with speci�c recursive rules in the 1950s, it is perhaps not surprising that these very structures
are usually described as being recursive, and the result has been a widespread belief in the
close connection between recursion and self-embedding (see Paper #2). This usage has also
derived into a very unhealthy con�ation between recursive rules and recursive structures,
which needs to be resisted at all costs (see infra).

That also aside, it is worth adding a word about the work presented in Chomsky (1956,
1963), where Chomsky discusses a number of “formal grammars” (e�ectively each one a
unique set of rewriting rules) to show, �rst, that there are di�erences in expressive power
among these grammars (that is, di�erences in the sets of strings each class is capable of gen-
erating), and further, that they can be ranked into a containment classi�cation, the so-called
Chomsky Hierarchy. Given that some of the most powerful of these grammars, such as the
so-called context-free and context-sensitive classes, employ speci�c recursive rules whereas a
weaker grammar such as the �nite-state class does not, and that natural languages require at
least a context-free grammar for its description on account of self-embedded sentences, this
has provided further support for a pretty close and deep connection between recursion and
self-embedding. This must also be resisted.
It is imperative to keep constructs such as recursive mechanisms, recursive structures, and

embedding operations clearly separate, for they are quite distinct entities. The advent of
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the minimalist program and its refocusing on one single mechanism, merge, ought to have
neutralised the potential confusions and con�ations, but alas this has not been the case.
Chomsky (1995) has been rather clear that recursion underlies merge, as it is a procedure

that ‘recursively constructs syntactic objects from [lexical] items. . . and syntactic objects already
formed’ (Chomsky, 1995, p. 226). This �ts in nicely with a recent description in which merge
is delineated in very general terms as a set-theoretic operation in which repeated applications
over one element yield a potentially in�nite set of structures, drawing an analogy between
the way merge applies and the successor function (Chomsky, 2008). The successor function
also underlies what is known as the “iterative conception of set”, a process in which sets are
‘recursively generated at each stage’ (Boolos, 1971, p. 223), by which it is meant the ‘repeated
application of the successor function’, this time drawing attention to an analogy between
‘the way sets are inductively generated. . . and the way the natural numbers. . . are inductively
generated from 0’ (Boolos, 1971, p. 223). The successor function reapplies at every stage;
consequently, it is mathematical induction that justi�es every generated set, but this makes
it not a recursive process in the computer science sense. The process really is iterative, it just
happens that every stage of the iteration is recursively generated.
It is important to note, furthermore, that the identi�cation of merge as the ‘simplest form

of recursive generation’ (Chomsky, 2007, p. 15) is entirely independent of two things: a) the
operation merge actually carries out (an embedding operation; see Paper #2 for elaboration)
and b) the character of the structures it generates. The con�ation of recursive mechanisms
and recursive structures into one general phenomenon is an endemic problem in the liter-
ature, and it bears emphasising. Before getting to that, it is worth pointing out there are
reasons to believe that syntactic objects obey a rather general recursive geometry.

An X within an X, or a recursive structure, and it is important to establish what the X
stands for in this case; at the very least, one would want to focus on a recursive structure
that is of some relevance for cognitive science. In the case of language, an XP within an
XP would presumably be a case of recursion whereas an XP inside a YP would presumably
not be. As a matter of fact, an XP that is embedded inside a YP is part of an expression
that exhibits some general features of linguistic structure. Indeed, at the appropriate level
of abstraction a structure that contains an instance of itself appears to be a property of any
type of syntactic structure: every syntactic phrase (NPs, VPs, etc.) accords to the same geo-
metry, an asymmetric [Speci�er [Head - Complement(s)]] structure (Moro, 2008, p. 68), as
graphically represented in Fig. 5.1.

YP

XP

Complement(s)(YP)Head(X)

Speci�er(ZP)

Figure 5.1: Asymmetric SHC structures

Thus, a sentence is a complex SHC structure composed of a number of internal SHC struc-
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tures. As Moro (2008) shows, all human languages appear to follow this basic hierarchical
con�guration: S is more prominent than HC, and H is always more prominent than C. Syn-
tactic objects, then, are nothing more than hierarchically structured projections of heads (or,
perhaps more simply, [Head. . . (Compl). . . [Head. . . (Compl). . . ]. . . ]). This feature of syn-
tactic objects, as mentioned just now, is entirely independent of the recursive nature of merge
—so what is this con�ation I have been talking about?
The main problem here is that the literature contains a great number of works in which

the recursive nature of speci�c structures is de�ned in terms of how they are generated. As
a general example of this con�ation, we have the work of Michael Corballis (2003; 2007a;
2007b; 2011), as recursive rewriting rules are therein not only employed to generate self-
embedded sentences, they are also used as a sort of de�nitional technique so that the resultant
structures are identi�ed as recursive too. This is of course not necessary; after all, in these
very publications Corballis also considers the possibility of recursive structures in general
cognition, but with no attempt whatsoever to delineate the underlying systems that would
generate them. (Another issue completely is whether you believe that objects cannot be
described as being recursive in the absence of the underlyingmechanism that generates them,
but I have nothing to say to you in this case.)
In fact, it is a rather obvious point to make that the existence of recursive structures in

a given cognitive domain does not necessarily mean that they were, or indeed, that they
must be, generated recursively. This should already follow from some of the results from
mathematical logic outlined earlier: any input-output pair that a recursive function can com-
pute/derive can also be computed/derived, iteratively, by a TM, for any sort of structure
whatsoever. That is certainly so, but many seem to be confusing a recursive step in a com-
putation with an operation that embeds elements into other elements.
Fitch (2010) is an example of this more particular con�ation, and two of his claims are

especially problematic in this respect. First there is the claim that a recursive rule has the
property of self-embedding (p. 78), and secondly, that it is a ‘linguistic stipulation’ for a
self-embedding rule to entail a self-embedded structure (p. 80). Rewriting rules, technically
speaking, only return strings, not structures, which is presumably one of the reasons for
which they were eventually eliminated from linguistic theory (cf. J. Collins 2008, p. 58); a
fortiori, there is no such thing as a self-embedding rewriting rule. It is, however, certainly true
that the long-held stipulation Fitch identi�es was meant to salvage the discontinuity between
rules and the resultant structures —a discontinuity which holds for any type of linguistic
expression though, and not merely self-embedded ones. This, however, is not related to
recursion in any straightforward way, as there is no point in claiming that recursive rules and
recursive structures are linked by stipulation while merge remains a recursive mechanism due
to that fact that it contains a self-embedding operation (see, once again, Paper #2).
Merge and production systems are recursive devices for the same reason; that is, they are

both recursively de�ned. It is nevertheless true that the replacement of one for the other
involves the further postulation of an operation that ‘embeds (an object) within some con-
struction. . . already formed’ (Chomsky, 1995, p. 248), but this should not be confused with
the aforementioned de�nition of merge as a procedure that recursively constructs syntactic
objects. That is, embedding objects into other objects is an aspect of what merge does qua
mechanism, while recursion is an aspect of what merge is qua generative system. These dif-
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ferent aspects of merge are not always separated, and that’s precisely the issue at hand: they
are con�ated.

This is too widespread for comfort, but when the actual claims are laid out and analysed,
the precise nature of the data becomes clear. As a way to clarify the general state of af-
fairs, consider a collection of papers on recursion published some years ago (namely, van
der Hulst 2010), as some of the papers therein draw a very close connection between spe-
ci�c instances of recursive rules, such as center-embedding and tail-recursive rules, and the
corresponding centre-embedded and tail-recursive sentences. A centre-embedding rule is
supposed to generate structures in which a sentence is embedded in the middle of a bigger
sentence, like those termed self-embedded expressions earlier; e.g., [the mouse [the cat [the dog
bit] chased] ran away]. A tail-recursive rule, on the other hand, embeds elements at the edge
of sentences, either on the left-hand side (John’s [brother’s [teacher’s book]] is on the table) or on
the right-hand side (the man [that wrote the book [that Pat read in the cafe [that Mary owns]]])
(these can be simply called either left- or right-branching sentences, though). These terms,
however, have absolutely nothing to do with the recursive character of the rules used to gen-
erate them, as they only refer to the type of embedding the resultant expression manifests
(and in a rather loose, metaphorical way). A centre-embedding rule, after all, is not a rule
in which the re�exive call occurs, literally, in the middle of a derivation (no linguistic theory
proposes such a thing). And a nested structure on the left-hand side of a sentence cannot
be the result of a tail-recursive rule if the derivational process undergoes the left-to-right
applications of rewriting rules. And more dramatically still, the bottom-up derivations of a
merge-based computational system does not lend itself to a description of the resultant struc-
tures in the terms these scholars have employed —there are no particular embeddings at the
centre, left-, or right-hand side of derivations. In a nutshell, these terms refer to speci�c
properties of structures, not of operations. If anything, these scholars are guilty of supposing
that the structure of a computational process manifests itself in a transparent manner in the
object so constructed.
There are many examples of these con�ations, but this brief discussion will do, as its mes-

sage is clear: the con�ation between recursive structures and recursive mechanisms should
really be resisted. These are independent theoretical terms and they should be treated as
such in the absence of compelling evidence to do otherwise. As argued later on, there may
be reasons to believe that recursive structures devolve recursive parsing processes in lan-
guage comprehension, but this needs to be empirically established, and not presupposed.
According to this section, then, the generative system of the language faculty is underlain
by a general and global recursive property —a �nitary inductive de�nition— a kind of set-
operator that carries out recursive generations. This is just what the algorithm underlying
language is; another question entirely is how this algorithm applies in competence, that is,
what kind of abstract implementation it e�ects. This involves the second stage of the theory,
and the next section is devoted to it.
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The nature of derivations
The aim of the second stage of the theory is to work out whether the derivations merge e�ects
apply recursively. The recursive character of a derivation would be a fact about its “shape”,
and thus it needs to be kept distinct from the recursive generation underlying both the iterative
conception of set and merge. The question, then, is whether the analogy between merge and
the iterative conception of set is as close as to suggest an iterative shape to linguistic deriv-
ations too (but with recursive generations of sets at each stage). To this end, it is necessary
to analyse both the various elements at play within derivations and how they interact with
each other. Only then will it be possible to discern the shape of a linguistic derivation (the
following description is necessarily brief but exhaustive enough; see Recursion for details).

In very general terms, language takes lexical items (roughly, words) and combines them
to form sound-meaning pairs; that is, language generates a representation for the sound
systems, thus engaging the phonological and phonetic systems, and a representation for the
thought systems, this time engaging the syntactic and semantic systems. According to a min-
imalist analysis, merge starts such derivations by selecting what at �rst sight would look like
the most embedded elements of a fully-speci�ed structure. Indeed, a distinguishable feature
of bottom-up derivations is the centrality that the argument structure of a sentence (i.e., its
proposition) plays in the overall process. Constructing the underlying argument structure
of a sentence has been postulated as being the �rst complete set of operations merge carries
out in the course of a derivation, where by a set of complete operations is meant that merge
proceeds cyclically, or in phases, in the parlance of Chomsky (2008). A derivation, then, is
a succession of stages (phases) that is brought to an end once the �nal sound-meaning pair
has been formed. In accordance with the literature, call the representation that is sent to the
sensorimotor interface (connected to the sound systems) a PHONological representation,
and the representation fed to the conceptual/interface interface (connected to the thought
systems) a SEMantic one. The role of merge, then, is to construct PHON-SEM pairs by op-
erating on the syntactic features of lexical items (thus, lexical features drive the derivations).
Lexical items are complexes of syntactic, phonological, and (maybe) semantic features. In

order to there being a derivation at all, a �nite subset of lexical items is gathered from the
whole set of lexical items stored in long-term memory; this is usually called a numeration
or lexical array, which can be exempli�ed thus: N = {(α1, i), (α2, i), (α3, i), (α4, i)}. Each
α stands for a lexical item (LI), and the i symbol indicates the number of times each LI is
entered into a derivation. Merge operates by taking pairs of syntactic objects (SOs) and maps
them onto a new syntactic object; that is, merge (α1, α2)= {α1, α2}, in the usual notation of set
theory. A derivation is nothing more than the construction of a single SO from a list of LIs.
Tomalin (2007, p. 1794) o�ers a schematic description of the process:

(5.5) Numeration: ∑
= {(α1, i), (α2, i), (α3, i), (α4, i)}

Step 1: merge (α1, α2), resulting in {K1, α3, α4}

Step 2: merge (K1, α3), resulting in {K2, α4}

Step 3: merge (K2, α4), resulting in {K3}
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For the sake of simplicity, let us assume that every LI enters the derivation just once. An
operation —select— takes two elements from the numeration (N) —in this case, α1 and α2—
and places them in a workspace. Merge takes these two items and combines them into a new
syntactic object, K1, the unordered set {α1, α2}. One of these two SOs projects, thereby
providing a label for the overall SO; that is, merge returns a {γ {α1, α2}} set (where γ is the
label of the SO). Subsequent applications keep building up the tree (and thereby creating new
nodes) by adding new structure to the root node until every element from the numeration has
been employed (that is, merged). Every stage of the derivation can then be described as being
composed of a numeration (N) and a workspace (W).
If α1 and α2 are both part of W, then they are combined by so-called external merge.

This would be the case if either select takes two elements from N and places them in W or if
there is already an SO in W and select brings another LI from N into W. However, if α1 is
part of W and contains α2, α1 and α2 would be manipulated by internal merge. That is, α2
would “move” from its current position and be copied onto newly-created structure. In this
sense, select would prima facie play no role in such computations, as merge would be triggered
to operate on the SO so far constructed without the need for the introduction of any new
elements. These factors point to rather fundamental properties of the overall process, such
as: What determines the selections of select? Why are some elements introduced into the
derivation before others? What precisely does it mean for a LI to “move” from its current
position? Does the latter presuppose that the position where an element is to be copied onto
already exists?
In an attempt to provide a uni�ed answer to all these questions, Chomsky (2001, 2008)

postulates an edge feature that, within a derivation, makes certain LIs “probes” in search
of structural “goals”. In this sense, the edge feature would be the property that drives the
computation. It is this edge feature that is postulated to explain the fact that SOs can be
further expanded. An analysis of derivations in terms of an edge feature, moreover, has the
virtue of clarifying an issue to do with “movement”.
Movement is the result of displacement, a phenomenon in which a lexical item or phrase

appears in a di�erent position from where it receives interpretation. In a simple sentence
such as the car I bought, while the phrase the car appears at the front of the sentence, it is in fact
interpreted as the object of bought. According to generative grammar, this phrase is initially
constructed as the complement of the verb and then moved (or, in fact, copied) to its surface
position. At �rst sight, such a description may be taken to suggest that the SO undertaking
movement eventually lands at a position that is already there, perhaps suggesting a deferred
operation, à la recursion.
This is not so, as it is not the case that a SO is moved to a position of a syntactic tree

that is already there before the derivation starts. A derivation does not consist in placing
all LIs in N in their right con�gurational positions as if there was a template to �ll. Rather,
the edge feature forces merge to keep building an intricately structured SO, but the resulting
complex is the sole result of the underlying features at play. Thus, the “movement” of a LI
is (obviously) not literal; all there is is continuous structure building that sometimes involves
the copying of internal SOs. In order to illustrate, consider the sample derivation of the
simple sentence John likes the dog (adapted from Hornstein 2009, p. 54):
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(5.6) Step 1: Merge the and dog −→ {the, dog}

Step 2: Merge likes and {the, dog} −→ {likes {the, dog}}

Step 3: Merge John and {likes {the, dog}} −→ {John {likes {the, dog}}}

Step 4: Merge T(ense) and {John {likes {the, dog}}} −→ {T {John {likes {the, dog}}}}

Step 5: Copy John and Merge it and {T {John {likes {the, dog}}}} −→ {John {T {John
{likes {the, dog}}}}}

The graphic above does not codify any information regarding the features that drive the
merging of LIs, but these are assumed to be implicated in the process somehow. My present
point is merely that all merge does is create structure anew from a given numeration, and
there is certainly no pre-emptive plan to follow. That is, there are no structural templates to
�ll. A fortiori, there are no deferred operations in linguistics derivations. If anything, there
may be delayed operations, in the sense that not all features of a LI are licensed as soon as
this item is introduced into the derivation, but such an eventuality introduces no chains of
un�nished tasks.
Note, then, that the applicationsmerge carries out on the workspace proceed, strictly speak-

ing, in a sequential, linear manner; that is, iteratively. Or in other words, all applicable op-
erations of merge are resolved in each derivational stage, with no self-calls of any kind —that
is, there are no phases inside other phases. This should not be seen as surprising at all, or
incompatible with the recursive generation claimed to underlie merge. The latter is a char-
acteristic of what merge is, while its iterative application describes how merge proceeds in an
implementation. In this sense, the analogy to the iterative conception of set turns out to be
very apt indeed. That is, what merge does at heart is generating a Kn+1 syntactic object from
Kn , and it does so by reapplying a recursive generation in an iterative manner. In the con-
ception of C. Collins and Stabler (2016), this can be described in terms of how the di�erent
stages of a derivation are sequenced. In a simpli�ed form, we can state that if a derivation
is a �nite sequence of stages S1, . . . , Sn , then for all the lexical items of a numeration, Si
derives Si+1 (see C. Collins and Stabler 2016, p. 11 for more details). The fact that regular
patterns appear to emerge out of this ensemble of properties —in particular, the Speci�er-
Head-Complement(s) format— is, it seems, accidental.

That issue settled, there’s a �nal point to make in this section, which is relevant for In-
terim 1. Two di�erent types of hierarchical representations have in fact featured in this
section—one implicitly, the other explicitly. The more obvious of the two is the tree repres-
entations so typical in many a linguistic study. In early studies of generative grammar (e.g.,
Chomsky 1957, p. 40), this sort of representation was taken to codify the derivation history
of a structure, but they should be more appropriately viewed as an illustration of the relation-
ships that lexical items form within a sentence. After all, the tree structures linguists employ
do not always transparently specify the operations of the combinatory operation that con-
structs sentences. It is precisely the organisation of the operations that merge conducts during
a derivation that constitutes the second type of hierarchical representation here discussed.
Stabler (2014) calls these two representations the “derived” and the “derivation” tree struc-

tures, standing for two sorts of description, one of a state (e.g., an object), the other of a pro-
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cess (i.e., of how the object is constructed). Fig. 5.2, adapted from Stabler (2014), graphically
represents the di�erences between the two tree structures more clearly.

Figure 5.2: Derived and Derivation Tree Structures

The tree on the left-hand side represents the derived version of who Juliet loves, and every
element is in the right and �nal geometrical position (ignore the t’s and the numbers in brack-
ets). The derivation tree on the right-hand side, on the other hand, codi�es the operations
of the computational system, with black dots standing for operations of external merge and
white dots identifying instances of internal merge. As the graphic clearly shows, each stage of
the derivation is licensed by the features that apply therein; namely, capital letters stand for
categorial features (T for tense, C for complementiser, etc.), lower-case symbols are either
probes (+) or goals (−; k stands for case) and =D is a selector feature (in this case, the verbal
head selects the D Juliet).

Clearly, it is the representation on the right-hand side that ought to focus the attention of
linguists, as it is therein that derivations are explained. That is, an explanation of the facts of
language centres on the underlying properties and principles that license some structures and
not others, and this is speci�cally codi�ed on the right-hand side. The tree on the left-hand
side represents the product, the result of running the operations the grammar e�ects, but
such representations have perhaps received a disproportionate amount of attention among
linguists compared to a derivation tree structure. It is one thing to map the geometry and
landscape of linguistic structures, it is another thing completely to o�er an explanation of the
underlying derivations.
Having said that, though, a derived tree structure constitutes a good nexus of contact with

other �elds of study within cognitive science. In particular, there may be similar derived
structures in the “thought systems” (as in planning, categorisation, and belief �xation) and
this would be a signi�cant fact indeed. There is little point, however, in relating the features
of a linguistic derivation tree to the operations of other cognitive domains, as these are clearly
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inapplicable outside of language. The following short digression is meant tomake some sense
of all this.

Interim 1: The universality and uniqueness of recursion
The last decade has witnessed a surprisingly heated debate on how central to linguistic cogni-
tion recursion really is, a dispute that was spurred when Hauser, Chomsky and Fitch (2002,
HCF) hypothesised this property as perhaps the only feature unique to the language fac-
ulty. This is unfortunate for a number of reasons. Firstly, recursion did not in actual fact
feature extensively in the article, and it didn’t receive a precise characterisation. Secondly,
both Hauser and Fitch hold a di�erent understanding from Chomsky as to what recursion
actually constitutes. As is clear in Hauser (2009) and Fitch (2010), these authors identify
recursion with a self-embedding operation, whereas Chomsky’s focus has always lied on re-
cursive enumerations. In any case, the �eld has for the most part focused on two issues in
discussing HCF; namely, a) whether self-embedded sentences are present in every human
language, and b) whether similar structures appear in non-linguistic cognition. (I here leave
out the issue of what role recursion plays in other animal species; see, as ever, Recursion).
As is by now rather well-known, Dan Everett’s study of the Pirahã language (2005; 2009;

2010) presumably constitutes counter-evidence to the claim that recursion is so central to
language. Everett’s work is centred on the question of whether this language exhibits self-
embedded structures —he says not— and the focus therefore is on derived tree structures.
Since these representations do not provide direct information on the underlying generat-
ive system, however, there is little connection between Everett’s take on things and Chom-
sky’s introduction of recursion into linguistics (see Lobinas passim ad nauseam). As argued
earlier, moreover, self-embedded sentences do not constitute the evidential basis for recur-
sion; rather, unbounded novel linguistic behaviour does. Even if Everett were to be right
about Pirahã, their speakers would still manifest an extensive range of expressions, one which
would exceed memory limitations, thus making a computational system, and by extension
recursion, a necessity.
This is not to lessen the importance to Everett’s work on the structural properties of Pirahã,

an interesting fact in itself. But surely merge ‘recursively constructs’ Pirahã objects as much as
it constructs the syntactic objects of any other language. Is it not the case, after all, that Pirahã
sentences are bundles of SHC phrases as any other language? We certainly have not been
provided with evidence to believe otherwise, and I would suggest that it is in terms of the
discrete in�nity of sound-meaning pairs of this speci�c kind —SHCs— that “universality”
claims regarding the role of recursion in language ought to be understood.
Interestingly, this stance can also frame the question of the overall uniqueness of recursion-

in-language. Take, as a starting point, the amodal representational system Fodor (1975)
claims thought is conducted in; the “language of thought” (LoT), in his terminology. It is
certainly possible to approach the study of the LoT by following a similar path to what has
been provided here for the study of the linguistic capacity. It is fair to say, however, that
the LoT still awaits a detailed competence-level analysis. While it is true that some of its
most elementary features have been delineated (such as the nature of simple and complex
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concepts, systematicity, productivity, etc.), this is a far cry from what it is known about the
manner in which the language faculty constructs sound-meaning pairs.
In any case, much like human language, the LoT can be described as a �nite number of

primitives and a �nite number of formation mechanisms that merges these primitives into
more complex structures. Whatever the actual details of the structural properties of the LoT,
one of its mechanism must be able to read, write, and transform structured representations
(Pylyshyn, 1984, 1989). In addition to this, there must be a component in charge of ordering
the operations that apply over the structures: call this the control unit. Such a mechanism
would not only monitor sequences of operations, it would also transfer control to a lower
locus, thus developing sub-routines. A sub-routine can in turn send control to other sub-
routines, and a hierarchy of nested operations naturally develops. Once each sub-routine is
completed, control is sent back up to where it was transferred from, and so on until it reaches
the highest control operation.
The hierarchical nature of control operations has been the focus of two classic papers of

cognitive science (Newell, 1980; Simon, 1962), but G. A. Miller, Galanter and Pribram
(1960) was perhaps the �rst attempt at outlining a detailed model of serially-ordered com-
positional systems, and one that postulated a speci�c control operation: the TOTE (test-
operate-test-exit) units (see Fig. 5.3).

Figure 5.3: TOTE unit

The cycle of operation of a TOTE is rather straightforward. Test obtains a representation
of the problem, operate carries out some activity, e�ecting a change, and test then checks if
the desired result has been obtained. If it has not, operate reignites the cycle again until the
required output is returned, with exit terminating the overall process. TOTEs are, therefore,
based on feedback loops (self-reference), and they can as a result be nested into other TOTEs,
making it ideal for solving complex tasks divisible into equivalent but simpler subtasks.
This model has been recently described as an instantiation of the Standard Account in

early cognitive science (Samuels, 2010) —a “plan, then execute” model of behaviour— and
it is ideally suited to account for the hierarchical organization of cognition. Furthermore,
the model allows for MetaPlans (G. A. Miller et al., 1960, p. 169), that is, plans super-
vising other plans, resulting in a complex system that is analysable into successive sets of
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sub-systems (Simon, 1962, p. 468). As a result, control appears to be recursive, as pointed
out by Newell (1980, p. 166). All in all, G. A. Miller et al. (1960) provide various examples
of how this strategy can be employed in order to construct “plans of behaviour”, and such a
stance plausibly pertains to a competence-based analysis. Admittedly, it is the “plan” part of
the Standard Account that would pertain to a competence-analysis, and not the “executing”
stage (the latter would e�ect a performance model; see Interim 2). Ultimately, though, the
evidence for recursive operations in thought, and for parallels between these and linguistic
operations, remains underdeveloped and not a little uncertain.
As for non-linguistic self-embedded structures, the current literature has provided some

pointers here too, but not much detail. Corballis (2003, 2007b, 2011) chronicles some of
the di�erent self-embedded structures of the mind, Theory of Mind (i.e., belief ascription;
ToM) perhaps being the most conspicuous case —namely, because it necessarily involves
thinking or knowing what others are thinking or knowing.

There is, in fact, some empirical evidence that children go through certain stages in the
development of ToM structures, exhibiting ever more sophisticated self-embedding skills.
P. H. Miller, Kessel and Flavell (1970) call these stages, in this order, contiguity, action, one-
loop recursion, and two-loop recursion, as shown in Fig. 5.4, adapted from this work. The
experiments reported in P. H. Miller et al. (1970) suggest that children’s abilities in under-
standing self-embedded sentences and self-embedded beliefs/desires is almost concurrent,
even if comprehension of “recursive” beliefs/desires appears to start a bit earlier (Oppen-
heimer 1986; see also Eliot, Lovell, Dayton and McGrady 1979).
In a general sense, these examples make reference to the ability to embed thoughts inside

other thoughts of a similar kind. In a rather stronger strand, Corballis (2011) defends the idea
that self-embedded linguistic structures may well reduce to domain-general structures; that
is, hierarchical structures may be a domain-general feature. This is, however, unwarranted;
linguistic and conceptual structures may share, in very general terms, the property of self-
embedding, or simply nesting, but they have a completely di�erent organisation —i.e., they
are not isomorphic in any meaningful sense.
The asymmetric geometry of phrases, mentioned earlier on, is most clearly manifested in

the observation that the subject position of a sentence such as the dog chased the cat—viz., the
dog— is hierarchically more prominent that the unit chased the cat. Suppose this asymmetry
to be also present in belief-ascription structures such as I believe that Corballis believes X. . . ,
this perhaps demonstrated by the fact that a propositional attitude verb like to believe takes
scope over whatever it ranges over (in the case at hand, X), and not the other way around.
Still, the asymmetry of a sentence is also operative in its internal phrases in rather intricate
ways, and it is not obvious that ToM structures manifest anything remotely similar.
Indeed, a self-embedded structure such as [the mouse [the cat [the dog chased] bit] ran] exhibits

a level of interconnections among its internal constituents that is unattested in thoughts inside
thoughts. That is, while the cat is the subject of bit, it is also the object of the internal phrase
the dog chased; in turn, the mouse is the subject of ran, but it is also the object of the cat bit.
The corresponding ToM beliefs do not exhibit a similar structure; in the example above, the
X in I believe that Corballis believes that X. . . does not enter into similar relations with either
Corballis or I.
In terms of the SHC scheme, the ToM cannot be construed as e�ecting a S-HC asym-
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Figure 5.4: The development of Theory of Mind

metry (the juncture between S and HC, that is), and moreover the organisation of its internal
constituents is unlike that of natural language expressions. Thus, embedding asymmetric
structures inside other asymmetric structures is a completely di�erent phenomenon, and the
repercussions should not be shunned: linguistic structures exhibit a sui generis architecture,
irreducible and incomparable to anything else in cognition.
There have been suggestions of other types of self-embedded structures in the literature,
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from episodic memory (as in I know I experienced X) to tool making (viz., the ability to use a
tool to make another tool) and visual cognition (the Droste picture, Russian dolls, etc.), but a
similar point applies in each case, with a signi�cant exception, to be discussed in Interim 2.
This digression out of the way, we can now turn to the last stage of the theory outlined
in Recursion: the experimental evaluation of whether there are any recursive processes in
language comprehension.

Recursive parsing
The linguist’s theory of grammar provides a description of the structural properties the
parser decodes and encodes in language comprehension, but linguistic derivations do not
specify the way in which the mapping function is in fact calculated in real time. Nevertheless,
the operations of the grammar must be somehow re�ected in processing operations, and it is
of course the remit of the psycholinguist to work out how these operations apply in parsing
—and to put together a theory that connects competence and performance appropriately.

Recursion employs an analysis-by-synthesis (AxS) approach to bridge the gap between
competence and performance, a model �rst proposed by Halle and Stevens (1959, 1962)
for the study of speech perception. This framework is based on the observation that in lin-
guistic communication the receiver must recover the intended message from a signal for
which they know the “coding function” —that is, the receiver is perfectly capable of gener-
ating the signal (Halle & Stevens, 1959, p. 2). A good strategy from the receiver would be
to ‘guess at the argument [i.e., the structure of the signal]. . . and then compare [this guess]
with the signal under analysis’. In general, the model generates patterns and these are then
matched to the input by employing a number of rules until the �nal analysis ‘is achieved
through active internal synthesis of comparison signals’ (Halle & Stevens, 1962, p. 155).

The AxS model, then, can be viewed as encompassing two main stages, the �rst of which
involves the generation of a candidate representation of the input (the so-called preliminary
analysis), followed by a comparison of this representation against the actual input as it is
being synthesised. In particular, the preliminary analysis makes available but a small subset
of possible representations, and the subsequent comparisons are carried out by the coding
function, basically a set of generative rules. There is much in favour of this general take
on things, as it accommodates the fact that language comprehension is in a way a perceptual
phenomenon with the observation that the representations the parser builds are linguistically
structured, and hence generatively constructed.
Bever (1970), in an early application of the AxS model to the study of parsing, suggested

that the preliminary analysis might involve the application of a Noun-Verb-Noun template
to analyse the input, a re�ection of the statistical distribution of sentences (as exempli�ed in
the canonical subject-verb-object order of English, at least). Recursion takes a di�erent route,
as it concentrates on the asymmetric SHC geometry of syntactic objects instead. Given that
this is the hierarchy that all phrases adhere to, it is reasonable to expect that at some stage of
processing the parser must recover or build a (macro) SHC structure and its internal phrases.
Pertinently, this may well devolve into a recursive process, as further, internal SHC phrases
may appear in either the S or C position of the macro SHC sentence. As the parser would
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build these phrases in succession —a recurrence— the Church-Turing Thesis applies: the
computations may proceed recursively or iteratively.
As a �rst approximation, consider some of the general features of this point of view. The

H position will always be occupied by a terminal element, while both S and C may be empty
or occupied by other SHCs. A sentence, then, is an asymmetric SHC structure (a comple-
mentiser phrase, according tomodern tastes; a CP) composed of other asymmetric structures
(NPs, VPs, etc.). In principle, this constitutes a complex problem (building a CP) that is re-
ducible to simpler instances of the same problem (building NPs, VPs, PPs, in succession),
making a recursive solution perfectly applicable.
If the parser applies recursively in the construction of SHC structures, re�exive calls are

expected to apply at the edges: at either S or C, the loci of possible deferred operations.
These speci�c locations, or thereabouts, ought to exhibit a memory load that would at least
be greater than the memory load found at those locations where there cannot be any deferred
operations. More relevantly, there are di�erent predictions in memory load regarding what
recursive and iterative processes postulate at speci�c points in a sentence.
Let us describe the mechanism being envisioned here. By analogy with a search proced-

ure from computer science, recursive parsing would look something like this (note that in
my nomenclature terminals are processed but structures are built; the former is explicitly
mentioned only once below, but it is assumed to apply to every terminal):

Task: build SHC

• build S, then build [H-C]

• build S

– if S is a terminal, build [H-C]

– if S is not a terminal, build internal SHC
(a deferred operation starts (“push-down”), followed by a “pop-up”, i.e. the oper-
ation moves up a level)

• build [H-C]

– process H, then build C

– if C is a terminal, end task.

– if C is not a terminal, build internal SHC
(push-down followed by a pop-up)

Such a recursive implementation can be contrasted with a non-recursive (iterative) process
according to which phrases are put together in a strictly conjunctivemanner. A non-recursive
process would not in principle exert a great memory load at those junctures in which a recurs-
ive operation may be operative, and this will constitute the yardstick with which to evaluate
whether the parsing operations under study here are recursive or not.
The method employed in Recursion to �gure out which implementation is in fact operative

consists in probing thememory load of the processor by constructing an experiment in which
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concurrent tasks are at play. Parsing a sentence would naturally be the primary task in such a
setting, and an experimental situation can be devised in which participants have to pay close
attention to a secondary task, creating a con�ict in memory resources. This is exactly what
happens in monitoring tasks, the paradigm employed in Recursion. In particular, if the parser
really does proceed recursively, we would be probing the “stack”, the memory repository in
which deferred operations are stored until lower-level operations have been completed and
the control unit moves up a level.
In order to manipulate the memory load of the parser, experimental participants were

required to undertake a tone monitoring task. This paradigm consists in superimposing a
short, extraneous sound —a click, a tone, or else— over some linguistic material, which is
then played to participants over headphones. In the online version of this paradigm, parti-
cipants are required to press a button as soon as they hear the tone, and so the analysis centres
on the �uctuations in reaction times. The idea is that processing a sentence and monitoring
a tone compete for attentional resources, and so reaction times ought to be greater at those
junctures of a sentence that require more working memory; a correlation between reaction
times (RTs) and complexity, as it were.
In contrast to what is usually the case in psycholinguistic studies, rather simple sentences

were employed in the study reported in Recursion. Two types of monoclausal, subject-verb-
object Spanish sentences were used, shown below as Type A and Type B sentences.

(5.7) El candidato del partido se preparó el próximo discurso. (Type A)
‘The party’s candidate prepared his next speech’.

(5.8) El candidato ha preparado un discurso sobre la sanidad. (Type B)
‘The candidate has prepared a speech about the health service’.

While both sentences are macro SHC structures, the subject in the speci�er position, the
verb as the head of the overall structure, and the object as the complement of the latter, they
exhibit rather di�erent internal SHC con�gurations. Type A sentences are [NP-[PP-NP]-
[VP-NP]] sequences, while Type B phrases exhibit a di�erent form, namely [NP-[VP-NP-
[PP-NP]]]. Thus, there are further SHCs to be constructed in each type of sentence, but at
di�erent locations: either on the left-hand side of the VP (in Type A sentences) or on its
right-hand side (for Type B). If there is a speci�c mental e�ort involved in the construction
of further SHCs in the critical areas just identi�ed, this should be re�ected in the RTs.
In particular, Recursion was interested in tracking push-down and pop-up operations, and

two experiments were set up for this purpose, one probing push-downs, the other pop-ups.
The following sentences show the di�erent tone positions (marked with the | symbol), whilst
tables (5.2) and (5.3) summarise the relevant operations and borders per tone position per
experimental sentence and per experiment (the wrap-up is whatever operation applies at the
end of sentences, completing it, whilst the relevant junctures here are mainly two: between
subject and verb, viz., S-HC, and between verb and object, i.e., SH-C)
The push-down (Experiment 1):

(5.9) El candidato | del partido | se preparó | el próximo discurso. (Type A)
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(5.10) El candidato | ha preparado | un discurso | sobre la sanidad. (Type B)

The pop-up (Experiment 2):

(5.11) El candidato del partido | se preparó | el próximo discurso |. (Type A)

(5.12) El candidato ha preparado | un discurso | sobre la sanidad |. (Type B)

Table 5.2: Experiment 1. Location of recursive operations and SHC junctures.

Key Boundary
Sentence Type 1 2 3

A push-down S-HC SH-C
B S-HC SH-C push-down

Table 5.3: Experiment 2. Location of recursive operations and SHC junctures.

Key Boundary
Sentence Type 1 2 3

A pop-up/S-HC SH-C wrap-up
B SH-C * pop-up/wrap-up

The predictions are as follows. Regarding the �uctuations in RTs within sentence type, and in
general for the two experiments, we have two di�erent progressions to track if the processor
applies recursively (and thus, the following hypotheses will be pre�xed by the letter R). In the
case of Type A sentences, the recursive operation would apply between the subject and verb,
and so RTs to a tone placed thereabouts ought to be higher than at other locations —call
this Hypothesis 1 (R-H1). In the case of Type B sentences, though, the �rst boundary is a
S-HC frontier and therefore RTs here should be higher than at the next boundary (a SH-C
juncture) but lower than inside the object SHC, given that the latter would include a possible
recursive operation (i.e., a push-down followed by a pop-up) —Hypothesis 2 (R-H2).
Comparisons across sentence type are also highly relevant. For Experiment 1, it was hypo-

thesised that a) RTs to tones in the �rst position of Type A sentences should be greater than
the RTs to tones on the corresponding position in Type B sentences, as the former involves
the beginning of a self-call (the push-down), whereas the latter does not (call this Hypothesis
3; R-H3); and b) RTs to tones placed in the third position of Type A sentences should be
lower than those for the third position of Type B sentences, for exactly the same reason as in
R-H3, but this time in the other direction (this is Hypothesis 4, or R-H4). For Experiment
2, on the other hand, it was predicted that a) the �rst tone position in Type A should pro-
duce greater RTs than the corresponding position in Type B sentences, as the former tone
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would be placed at the end of a recursive process (the pop-up), this is Hypothesis 5 (R-H5);
and b) the last position in Type B should involve greater RTs than the last position of Type
A sentences, for the same reason as in R-H5, but in reverse once more (Hypothesis 6, or
R-H6). The edges, as it were, is where the action is, with intermediate positions o�ering
further measures, and a kind of baseline.

If the process proceeds iteratively, however, the state of the parser at any stage ought to
be exhausted by the assembling operation it carries out plus the variables it operates upon
in combination with whatever memory cost the S-HC frontier and the wrap-up operation
produce. That is, there should not be such noticeable di�erences in RTs within a sentence
apart from those stemming from general features of linguistic geometry. A fortiori, no dif-
ferences in terms of chains of deferred operations, push-downs or pop-ups. A much more
regular pattern in RTs for both sentences, and for both experiments, is therefore predicted
if the process is iterative —call this the iterative hypothesis (I-H).
Naturally, the experiments and materials were designed so that only these considerations

in fact apply. In general, all sentences were composed of high-frequency words, there were
no structural ambiguities at any stage, length was controlled for so that RTs to tones placed
in the same position across sentence type could be compared, each sentence had one tone
only, experimental sentences were mixed with �llers and a comprehension task, and prosody
was also controlled.1

Table 5.4: Experiment 1. RTs per tone position per sentence type.

Tone Position
Sentence Type 1 2 3

A 340.71 (89.8) 290.86 (79.1) 283.00 (67.4)
B 335.42 (88.9) 296.54 (96.5) 291.25 (81.5)

Note: mean RT with standard deviations in parentheses.

Table 5.5: Experiment 2. RTs per tone position per sentence type.

Tone Position
Sentence Type 1 2 3

A 357.34 (46.4) 328.60 (32.7) 331.32 (31.7)
B 349.77 (40.4) 324.92 (30.5) 330.07 (29.8)

Note: mean RT with standard deviations in parentheses.

1The experiments reported here were carried out in collaboration with José E. García-Albea, Josep Demestre,
andMarc Guasch from the Psycholinguistics Research Group at the University Rovira i Virgili (Spain), where
the experiments took place.
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Tables 5.4 and 5.5 collate the RTs per condition per experiment. As can be observed in
Table 5.4, RTs are greater in Position 1 and decrease thereon for each sentence type. The
analyses of variance with subjects and items as random factors show that the tone position factor
is signi�cant (F1(2, 130) = 70.21, p < .001, n2p = 0.519; F2(2, 118) = 36.61, p < .001,
n2p = 0.383; minF

′(2, 218) = 23.77, p. < 001), while the sentence type factor did not prove
to be signi�cant in either analysis (Fs < 1). The interaction e�ect was also not signi�cant
(F1(2, 130) = 1.5, n.s.; F2 < 1).
In the case of Experiment 2, RTs were greatest in the �rst position, decreased signi�cantly

for the second position, and increased slightly in the third and last position. The analyses
of variance with subjects and items as a random factor once again showed that the tone po-
sition factor was signi�cant (F1(2, 122) = 35.65, p < .001; F2(2, 118) = 59.86, p < .001;
minF ′(2, 227) = 22.34, p. < 001), while the sentence type factor only proved to be signi-
�cant in the subject analysis (F1(1, 61) = 5.88, p = .018; F2(1, 59) = 3.44, p = .06;
minF ′(1, 111) = 2.17, n.s.). The interaction e�ect was not signi�cant (F1(2, 122) = 1.89,
n.s.; F2 < 1).
The �rst thing to note about the results, then, is that there seems to be a tendency for RTs

to decrease across each sentence type. That is, there is a regular decrease from the �rst to
the last position in both sentence types in Experiment 1, and a similar downturn is present
in Experiment 2 from the �rst to the second position, stabilising from then on. The high
signi�cance of the position factor in every analysis would appear to be further con�rmation.
This particular datum suggests that subjects are progressively better prepared to respond

to the tone the more settled they are, perhaps the re�ection of some sort of perceptual uncer-
tainty, a type of position e�ect. Holmes and Forster (1970) obtained similar data and suggested
that their participants must have been experiencing “maximal uncertainty” at the beginning
of a sentence, by which theymeant the expectations of the parser, a type of processing uncer-
tainly rather than a perceptual phenomenon. The �uctuations in uncertainty would explain
the decreasing RTs within each sentence, but not quite the fact that di�erences in RTs to
the same tone position are minimal and not statistically signi�cant across sentence type. The
latter datum is rather surprising, given that the structure of each sentence type is clearly
di�erent and thus the processor would be in rather contrasting situations in each case. As
Recursion explains at great length, the combination of processing uncertainty and perceptual
uncertainty combine tominimise or neutralise structural di�erences, a factor quite important
for the use of monitoring tasks —but this need not detain us here.
That issue clari�ed, what is there to say about the parsing operations that interest us? Do

they apply recursively or iteratively? We can immediately note that the more or less regular
linear decrease in RTs within each sentence type, present in each experimental condition,
would suggest a non-recursive compilation of SHC structures, thus refuting the six recursive
hypotheses and supporting the general iterative hypothesis instead. That is, the modula-
tions in cognitive resources we observe during the processing of the very simple sentences
employed in these experiments seem to derive from, �rstly, a strong perceptually-based un-
certainty factor that is then coupled, or combined, with the more linguistically-based uncer-
tainty e�ect of the parser.
Nevertheless, I note that the di�erences in RTs across sentence type in the �rst and third
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positions, the crucial comparisons, happen to go, small as they may be, in the direction actu-
ally hypothesised for a recursive process. Indeed, the pushed-down positions in Experiment
1 have higher RTs than the not so a�icted positions, and likewise for the popped-up �rst
position in Experiment 2 (no such di�erences were observed in the third position of this
experiment). These di�erences are minimal, of course, and since there was no interaction
e�ect between sentence type and tone position, we are not quite entitled to draw compar-
isons across sentence type (or to compare the six recursive hypotheses). If the perceptual
position e�ect is as strong as it has been suggested, however, we must then leave open the
possibility that its in�uence may have disrupted the overall parsing process, obscuring the
cognitive load of possible recursive operations. If we knew more about the processes sub-
suming simple reaction times to tones and their relationship to those subsuming what may
be termed complex reaction times to tones embedded into linguistic strings, we could carry
out a classic, Donders-inspired subtraction analysis in order to tease apart the cognitive load
devoted to parsing. But we do not, so we will not. As it stands, then, SHCs in simple, active
sentences seem to be compiled non-recursively, with the caveats here discussed.
Thus, language’s underlying mechanism seems to be implemented non-recursively in the

case of the real-time processes of language comprehension, much as was the case for the
abstract computations of linguistic derivations. The theory has been presented, and after a
short digression on other ways to probe recursive processes, the conclusion summarises and
advances a few words about all this.

Interim 2: Probing recursion
He held its embeddings in the forefront of
his head. Held and held and continued to
hold, while subprogramme after
subprogramme started in, deferred to the
next subprogramme, and subdeferred
again —and everything �tted together.

(The Embedding)

The approach described in the previous section is not the way in which the presence or ab-
sence of recursion is usually evaluated in the literature. Recursion devotes the last digression
of the book to a discussion of two kinds of alternative approaches, one which is closer to its
own but has been rarely used, and one which is centred on computing the right interpretation
of self-embedded structures in certain tasks, sometimes hinting at possible recursive applic-
ations of rules or processes. Thus, this section is about the “executing” part of the Standard
Account of cognition mentioned in Interim 1. I shall discuss a few examples only here; more
detail can be found in Recursion.
The �rst type of approach appears to be akin to the framework in section 5 in that the

focus seemingly lies on the nature of mental processes, some of these presumably involving
self-calls and the resolution of complex problems decomposable into simpler sub-problems.
Consider the Tower of Hanoi problem. As Fig. 5.5 shows, the task consists in moving a
number of disks stacked on the leftmost needle to the rightmost one by following two rules
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only: a) only one disk can be moved at a time, and b) each disk must be placed on a needle
so that there is no smaller disk below it.

Figure 5.5: Tower of Hanoi

Pertinently, the Tower of Hanoi can be resolved both recursively and iteratively, but I shall
not inconvenience the reader with the details (these can be found in Recursion). The im-
portant point for our purposes is that the recursive process solves the task in the least pos-
sible number of moves, demonstrating once more the close connection between recursive
solutions and hierarchically-structured tasks of a certain kind. Naturally, the recursive and
non-recursive solutions di�er in the memory strain exerted, and therefore manipulating this
variable may shed light on the nature of the implementation that is being executed. Xu and
Corkin (2001) employed this strategy in order to study the function of working memory in
amnesiacs as they attempted to solve the Tower of Hanoi puzzle, but their purpose was not
to �gure out which strategy subjects naturally employ. Instead, they devised an experiment
in which the participants had to follow speci�c directions so that they did in fact attempt
a recursive solution, the rationale being that this would over�ow the working memory of
short-term amnesiacs, as indeed was the case.
The approach of Xu and Corkin (2001) is not peculiar in any way; I am not aware of any

experimental work that has attempted to employ a task such as the Tower of Hanoi to probe if
the solutions participants attempt naturally are recursive, let alone whether the actual mental
processes e�ected to solve the task are recursive in the relevant sense. Instead, most studies
have tried to guide participants towards the recursive solution by o�ering hints and feedback,
which necessarily introduces factors such as the explicit conceptualisation and control of the
solutions being elicited (see Simon, 1975; Simon & Reed, 1976, for some comments on this
approach). Thus, the available data do not inform us of the underlying mental processes, but
of what possible solutions may be consciously considered when participants are explicitly
asked to think about a task’s solution, which they are then asked to write down in “protocols”.
An example of this is to be found in a study on naive programming that Khemlani and

Johnson-Laird (2007) conducted. In this work, subjects were exposed to a railway environ-
ment in which the task involved reordering the carriages of a train from one side of a track to
another by employing a switch leading to a siding where individual carriages could be placed
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for subsequent movements. The task had to be followed according to a set of rules and was
designed so that if a letter is assigned to each carriage and participants had to reorder an
A-B-C-D-E-F train into a C-A-B-D-F-E, as shown in Fig. 5.6 below (adapted from Khem-
lani and Johnson-Laird 2007 paper), they would then have to employ the siding as a sort of
stack-like memory system in order to solve the task in the manner that a programmer might
do with LISP —that is, recursively. In the graphic below, the train to be moved appears on
the left-hand side of the main track, whereas the right-hand side of the picture shows two
tracks, the �nal destination of the reordering, the top track, and the side track at the bottom,
where carriages D-E-F have been placed in storage, as it were.

Figure 5.6: Railtrack environment.

Khemlani and Johnson-Laird (2007) describe theirs as a study of algorithmic reasoning —
that is, the conceiving and writing of an algorithm— and their results suggest that parti-
cipants, as naive programmers, a) can indeed envision the recursive solution, and b) are even
able to describe, in their own words, the recursive loops so typical of a programming lan-
guage that allows for such devices (these constitute the aforementioned protocols). Naturally,
participants are using the side track as a memory aid in order to recursively solve the task,
which is not quite the same thing as a cognitive recursive process. Still, the very fact that
they are able to conceptualise such a solution is signi�cant enough.
There are many other recurrent problems that would require a recursive solution, and these

could be employed for the purposes of unearthing actual recursive mental processes. Some
of these problems have been described in works as varied as Graham, Knuth and Patashnik
(1989) and Roberts (2006), but the cognitive psychology literature is rather thin on this sort
of undertaking. Instead, much of the �eld has focused on the interpretation of self-embedded
structures and their role in decision-making tasks, the second kind of approach mentioned
earlier on.
A particular useful example to discuss in this case is the work presented in Martins (2012)

and Martins and Fitch (2014), where these authors showcase a framework that supposedly
probes the application of the recursive rules apparently needed to represent/generate self-
similar structures (this is the exception mentioned in Interim 1 regarding visual cognition).
Such an approach is aimed at discerning the behavioural correlates of speci�c processes, and
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these authors claim that particular “signatures” in visuo-spatial objects can be suggestive of
the computations that generate them (Martins, 2012, (p. 2056). In the case of recursion,
Martins adds, the signatures ‘are usually the presence of structural self-similarity or the em-
bedding of constituents within constituents of the same kind’ (ibid.).
The framework is meant to exclusively focus on representational abilities, and not on how

these representations are generated or processed, but the actual results say a bit more than
that. In particular, the experimental task employed involves, as I shall show, the selection
of the correct rule in order to successfully select the next step of a fractal generation task
(fractals being the relevant visual-spatio objects), and that surely points to a claim regarding
what operations are at play in what is e�ectively a decision-making task. This is not quite how
Martins and colleagues view their ownwork, but it is hard to see what lessons they intend us to
draw from it. Nevertheless, Martins and Fitch (2014) outline two requisite abilities to succeed
in selecting the right step in the fractal generation task —namely, the representation of the
underlying rules, and the application of these to productively generate one step further—
and I am very mindful of the application part.
The framework presents a new experimental paradigm, which these authors call the visual

recursion task. In this technique, participants are shown the �rst few steps of a fractal genera-
tion process and are then asked to identify the very next step out of two candidates. Accord-
ing to Martins (2012), the representation or generation of geometrical self-similar fractals
requires recursive embedding rules, de�ned early in the paper as the embedding of ‘a mem-
ber of the ALPHA set in another member of the ALPHA set’ (p. 2058), this apparently
resulting in the ‘ability to represent new hierarchical levels. . . beyond the given’ (p. 2056). In
turn, this sort of fractals can be compared to non-recursive ones, the latter being the result of
an iterative process that ‘embed[s] constituents within �xed hierarchical levels, without gen-
erating new levels’ (p. 2060). Further, the visual recursion task, we are told, is based on ‘the
properties of geometrical self-similar fractals, which can be generated by applying recursive
embedding rules a given number of iterations’ (ibid.). Thus, in order to correctly choose
the right next step in the generation of self-similar fractals, that is, ‘in order to correctly
generalise a particular recursive rule’ (ibid.), participants have to demonstrate a number of
hierarchical abilities so that they can ‘apply the abstracted rule one level beyond the given’
(ibid.). Note, then, that the visual recursion task involves extrapolating the “recursive” rule
and applying it a number of times in order to generate/represent self-similar fractals. Ac-
cording to the data reported in Martins (2012), participants are in fact less successful, and
slower, in correctly identifying the next step of self-similar patterns than they are in the case
of so-called non-recursive fractals.
There are reasons to doubt the way in which this approach is being conceptualised, how-

ever. First of all, by a recursive rule Martins simply means a rule that embeds an element
into an element of the same kind, which may or may not result in a recursive structure. This
is by now a common problem, and we need not labour the point further. (It is not a spurious
complaint, though; in Martins, Fischmeister et al. (2014), the visual recursion task is related
to the recursive solution of a Tower of Hanoi puzzle, but the latter is recursive in a way
that the visual recursion task absolutely is not; that is, there are no self-calls and deferred
operations in the visual recursion task.)
More importantly, the examples Martins (2012) provides for recursively- and iteratively-
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generated fractals are not persuasive. For the self-similar fractals, the �rst panel of his �gure 4
(p. 2061), reproduced below as Figure 5.7, displays a single equilateral triangle, with the
second panel showing that other equal but smaller equilateral triangles have been added,
at their respective vertices, to the vertices of the previous triangle, the process continuing
in this manner in the next few steps (this includes the inside of triangles too). Given that
all the equilateral triangles touch at their vertices at precisely their angle bisectors, further
additions of smaller triangles eventually results, after a few iterations, in a �gure that gives the
impression of not only a regular pattern, but of some triangles being embedded into other
triangles —under a particular interpretation of the (visual) facts, of course. Regarding the
non-recursive fractals of Martins’s �gure 5, reproduced below as Figure 5.8, small equilateral
triangles are placed on the vertices of other triangles at the midpoint of every side of each
small triangle, thereby creating an illusion of irregularity, no doubt because of the resulting
overlapping lines. In these experiments, participants would be exposed to the �rst three
panels in each case, in succession, and then asked to select one of the two panels in the
second row as the correct application of the underlying generative rule.

Figure 5.7: Recursively-generated fractals?

This is not the manner in which Martins and colleagues describe the state of a�airs. Accord-
ing to them, in order to generalise the embedding rule for the generation or representation of
self-similar fractals, participants need to do a number of things: develop categorial knowledge
of the hierarchically-structured constituents, identify the positional similarities at di�erent
levels and, �nally, extrapolate the rule ‘one level beyond the given’ (Martins, 2012, p. 2060).
This, however, is rather dubious indeed, given that the simple rule informally described
above —viz., that new triangles are to be added, at their vertices, to the vertices of previous
triangles— would be capable of solving the recursive-generation task without computing the
hierarchical dependencies Martins and co. suppose subsume the self-similar fractals.
In fact, it is not clear that self-similar fractals really exhibit a hierarchical structure, and
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Figure 5.8: Iteratively-generated fractals?

this is perhaps clearest in the progression from panel 1 to panel 2 in Figure 5.7. Why should
we suppose that the smaller triangles in the second panel really stand in a subordinate rela-
tion towards the dominant, bigger triangle? After all, one could not possibly be faulted for
believing that the recursive embedding rule does not in fact apply from panel 1 to panel 2,
as the embedding of an alpha set into another alpha set does not seem to take place in that
stage at all. Indeed, why ought we to believe that the participants interpret the transition
from panel 1 to panel 2 in terms of dominant and subordinate constituents (or at any other
stage, in fact)?

I do not doubt that we can assign such structure to those visual �gures, but there is nothing
intrinsically hierarchical in those objects, so who is to say that participants do in fact interpret
them in such terms? All that is needed to pass the task is the ability to add smaller triangles
to speci�c positions of the bigger triangles, and that can be carried out in a wide variety of
ways. We simply do not know how participants carried out the task, and more importantly,
there is no reason to believe that there is any self-embedding in these fractals (the contrast
with self-embedded sentences is severe, in this respect). The general state of a�airs has cer-
tainly not improved in recent years, despite a �urry of new publications with this paradigm
(e.g., Martins, Laaha, Freiberger, Choi and Fitch 2014, Martins, Murŝiĉ, Oh and Fitch 2015,
and Martins, Gingras, Puig-Waldmueller and Fitch (2017); experimental work really has an
easier time when it comes to being published).
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Concluding remarks regarding a certain theory
In pursuance of the three-stage theoretical framework outlined here, Recursion concluded
that the recursively-speci�ed procedure of the language faculty is implemented iteratively,
both at the level of its abstract derivations and at the level of the actual implementations
of the parser. This result should not be all that surprising and it is certainly in keeping
with what a number of computer scientists have come to call a foundation for the theory of
algorithms; namely, the reduction of recursors to iterators, which is to say that recursively-
de�ned algorithms are implemented, either in the abstract or concretely, in a cost-e�cient
iterative manner (Moschovakis, 1998; Moschovakis & Paschalis, 2008). Recursion executed
this theory in a disciplined manner.
Indeed, Recursion went to great lengths to argue that computational theories of cognition

ought to proceed in an orderly manner, and the three-stage explanatory approach was de-
lineated for this very purpose. A framework of these characteristics starts by outlining the
computational system at the heart of a given cognitive domain, and chapter 1 provided the
necessary background for such an enterprise. Building upon that, chapter 2 sought to es-
tablish the actual nature of the algorithm underlying the language faculty, and this included
drawing an appropriate distinction between a mechanical procedure and the structures the
procedure generates. In addition, the �rst chapter described some of the di�erent formal-
isms that can appropriately describe what a computation is and argued that choosing one
framework or the other goes some way towards determining the cognitive domain under
study. In the present case, a distinction was drawn between the type of computations that
the grammar and the parser carry out, with chapters 3 and 5 thereby devoted to these two
mental realities; that is, to the two types of implementations that the computational system
underlying the language faculty e�ects.
It was also an important aspiration of Recursion to provide a conceptual clean-up of the

manner in which recursion is interpreted and employed in cognitive studies, an extremely
important goal given the parlous state of contemporary scholarship regarding this matter.
More often than not, when scholars talk of recursion they actually mean self-embedding,
either in the sense of structures (Christiansen & Chater, 1999; Everett, 2005, 2009; Pinker
& Jackendo�, 2005; Roeper, 2011) or operations (Fitch, 2010; Hauser, 2009; Kinsella,
2009; Roeper, 2011), and this creates unnecessary confusion. Recursion as a concept can
certainly be appropriately applied to both structures and operations, but it is not uncommon
for many scholars to con�ate these two constructs, resulting in the widely-held but mistaken
belief that recursive structures can only be generated/processed recursively (e.g., Corballis
2007a; Friederici, Bahlmann, Heim, Schubotz and Anwander 2006). Digressions I and II
(chapters 4 and 6) attempted to make sense of all this in the greater scheme of things that
cognitive science is, and it is hoped that some of these lessons turn out to be useful.
In any case, if in doubt, go and read —sorry, buy— Recursion!
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